
  ___



  ___



  ___



  ___



  Preface

This book contains the proceedings of the 1st International Workshop on Min-

ing Social Media held in Sevilla (Spain), November 9th 2009, co-located with

CAEPIA 2009, the 13th Conference of the Spanish Association for Artiﬁcial

Intelligence.

The Mining Social Media workshop aims to bring practitioners but also re-

searchers with a speciﬁc focus on the application of existent or novel Data Mining

techniques into the ﬁeld of Social Media. We encourage the submission of exper-

imental papers where Data Mining techniques are applied into existent Social

Media, but also more theoretical papers that show clear application in real Social

Media applications. The interesting topics include blog post analysis, blog com-

ments analysis, blog spam, recommender systems for Social Media, clickstream

analysis, relevance analysis, spam users detection, behavior analysis, contextual

mining, Social Media user segmentation, route analysis for nomad social net-

works, multimedia mining, search in Social Media, etc.

In this ﬁrst edition of the Mining Social Media Workshop, the organizers

received 16 high quality papers, from which 10 were selected to be presented in

Sevilla, which gives a 62.5% allowance rate.

November 2009

Jose Carlos Cortizo

Program Chair
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network co-funded by the Regional Government of Madrid under the IV Plan

Regional de Investigacion Cientiﬁca e Innovacion Tecnologica (IV PRICIT) in-

tegrating a multi-disciplinar team made of scientists, engineers, linguists and

documentalists working together on several areas related to information access

on the WWW.
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– Jose Carlos Cortizo (Social Gaming Platform & Universidad Europea de

Madrid, Spain)
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– Enrique Puertas (Universidad Europea de Madrid, Spain)
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– Dominik Benz (University of Kassel, Germany)

– Paolo Boldi (University of Milano, Italy)

– Ivan Cantador (Universidad Autnoma de Madrid & University of Glasgow,

United Kingdom)

– Francisco Manuel Carrero (Social Gaming Platform, Spain)
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– Meeyoung Cha (Max Planck Institute, Germany)

– Yun Chi (Nec Laboratories America, USA)
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1 http://www.mavir.net
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We want to appreciate CAEPIA 2009’s organization for allowing the organization
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Dr. William W. Cohen for travelling to Spain in order to give the keynote talk.
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eﬀorts in order to make this Workshop happen.
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The 1st International Workshop on Mining Social Media has been organized by

members of the following institutions.
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– Social Gaming Platform, Madrid, Spain

– Universidad Europea de Madrid, Madrid, Spain

– Optenet, Madrid, Spain

Sponsoring Institutions

The 1st International Workshop on Mining Social Media has been sponsored by

the following institutions.

Fig. 2. Logos of the sponsoring institutions.

– MAVIR research network, Madrid, Spain

– Universidad Europea de Madrid, Madrid, Spain

– Fundacin Madri+D para el Conocimiento, Madrid, Spain

Collaborating Institutions

The following institutions has collaborated in the development of the Workshop.

Fig. 3. Logos of the collaborating institutions.

– AEPIA (Spanish Association for Artiﬁcial Intelligence), Spain

– Strands, Spain
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  Introduction to Mining Social Media, 2009

Jose Carlos Cortizo1,2, Francisco Manuel Carrero1,2, Jose Maria Gomez3, Borja

Monsalve1,2, Enrique Puertas2
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{josecarlos.cortizo, francisco.carrero, borja.monsalve}@wipley.com
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Abstract. The Web has changed, and has gone Social. Social Media

have been able to shift the way information is generated and consumed.

At ﬁrst, information was generated by one person and ‘consumed’ by

many people, but now the information is generated by many people and

consumed by many people, changing the needs in information access

and management. It is also noticeable that Social Media applications

manage huge quantities of users and data, that are not being exploded

automatically to enhance the user experience.

The 1st International Workshop on Mining Social Media tries to become

a place to interchange ideas about how to explode in intelligent ways

the user generated information from actual Social Media. The 10 papers

contained in this proceedings, as long as the Keynote talk by William W.

Cohen and the Industry panel formed by researchers and practitioners

from Strands, Tuenti and Optenet, give an actual snapshot of the state

of the art on Mining Social Media.

1

The Social Web

The Web has changed, radically, and that’s a fact that anyone can state by

himself. But, in what sense has the Web changed? Studying the most popular

websites on the Web we can ﬁgure it out. Back in 2002, and according to Alexa’s

top 4, the most part of the top WebSites where search portals like Yahoo!, MSN,

Daum, Naver, etc. Three years later, the top didn’t has change a lot, but between

those Internet portals, there were a couple of E-Commerce sites like ebay and

4 http://www.alexa.com/topsites
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Amazon. And right now, 5 of the 10 top websites in ranking are some kind of

Social Media like Facebook5, Blogger6, Wikipedia7, YouTube8 and MySpace9.

In less than 3 years, the most popular websites in the Internet are Social

Media sites, which shows how strong the Social Web revolution is.

1.1

Social Media

Social Media are technological tools that allow users sharing and discuss infor-

mation. Most Social Media are Internet based applications that manage textual

information, as blogs (Blogger, Wordpress), microblogging (Twitter, Pownce),

wikis (Wikipedia), forums, or Social Networks (Facebook, MySpace, LinkedIn).

But there also exist other Social Media Internet applications where users share

more than text, as photo sharing tools (Flickr, Picasa), video sharing (YouTube,

Vimeo), livecasting (Ustream), or audio and music sharing (last.fm, ccMixter,

FreeSound). More recent Social Media includes virtual worlds (Second Life),

online gaming (World of Warcraft, WarHammer Online), game sharing (Mini-

clip.com) and Mobile Social Media like Nomad Social Networks where users

share their current position in the real World.

Social Media have been able to shift the way information is generated and

consumed. At ﬁrst, information was generated by one person and ‘consumed’ by

many people, but now the information is generated by many people and con-

sumed by many people, changing the needs in information access and manage-

ment. It is also noticeable that Social Media applications manage huge quantities

of users and data : Facebook manages more than 200 million users, it is esti-

mated that 1 million blog posts are generated each day, microblogging services

like Twitter generates 3 million messages each day, YouTube manages more that

150.000 million videos and serves more than 1.000 million videos per day, etc.

All these points make clear that Social Media is an excellent application ﬁeld

for dataminers in general. This statement is reinforced with topic trends in sci-

entiﬁc conferences related to the Web. For instance, this year nore than 12% of

the papers accepted in WWW2009 were related to Social Media.

2

The Future Era of Social Context

Recently, Forrester published a report called ‘The Future of the Social Web’10

where, from several interviews with companies like Microsoft, Intel, Facebook,

etc., stated the Social Web results in 5 diﬀerent waves:

1. Era of Social Relationships: People connect to others and share.

5 http://www.facebook.com

6 http://www.blogger.com

7 http://www.wikipedia.com

8 http://www.youtube.com

9 http://www.myspace.com

10 The Future of the Social Web, April 2009 by Forrester.
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  2. Era of Social Functionality: Social networks become like operating system.

3. Era of Social Colonization: Every experience can now be social.

4. Era of Social Context: Personalized and accurate content.

5. Era of Social Commerce: Communities deﬁne future products and services.

This decomposition in eras must be debatable, but gives us a logical anatomy

of the evolution of the Social Web. Right now, we are in the middle of the Social

Funcionality’s era, and entering the Social Colonization’s era with technologies

like Facebook Connect and Google Friend Connect.

But, for the purpose of this proceeding, it seems even more relevant and

future Era of Social Context, which has been conceptualized as when the Social

Media starts to provide personalized and social content. That means that the

actual players on the Social Media market know that technologies like Data

Mining, Information Retrieval, or Recommender Systems will empower their

applications to a new level, where the idea of E-Commerce from Jeﬀ Bezos can

be adapted to Social Media websites, or even the whole web: ‘If I have 3 million

users on the Web, I should have 3 million diﬀerent Webs’.

3

Conclusions

Social Media has become one of the most interesting areas where to apply Data

Mining and other Information Access techniques for several reasons.

– The Social Media users share personal information that may induce their

mood, their opinions about brands and products, or even the relationships

with other users.

– Data Mining needs big datasets in order to extract interesting patterns from

the data, and Social Media sites can be seen as the perfect datasets as they

contain huge amounts of raw data waiting to be processed and analyzed.

– The Social Media revolution has increased the information overload problem,

and only Data Mining and personalization techniques could help users to

alleviate this situation.

– Social Media sites contains information that may be very interesting for

companies, or even federal agencies. But Social Media sites contains raw

data that must be processed in order to be useful for those organizations.

This proceedings contains 10 interesting approaches to explode user gener-

ated information in several Social Media sites which give us a general vision

about the actual state of the art on Mining Social Media, as long as the future

possibilities of Data Mining applied to this new ﬁeld.

3
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  Predictively Modeling Social Text

William W. Cohen1

Carnegie Mellon University

Social interactions facilitated by computer are increasingly common, and

have an increasing impact on society. Since many of these interactions are recorded,

social media now provides a rich new source of data for sociologists and others

seeking to understand how communities function. At the same time, we are now

beginning to understand that social eﬀects (in contrast to eﬀects driven by purely

rational individual decision-making) have a huge impact in many areas, ranging

from economic markets to political decision-making to scientiﬁc progress. These

are some of the factors driving the increasing interest in techniques for mining

social media.

In this talk we consider the problem of modeling textual social media. Text

comprises a large fraction of social media, and is much easier to store and analyze

than images or video. In particular, there is a long history of work in analyzing

natural-language text, including a great deal of work on processing text from

nearly unrestricted domains - notably newswire text. Social media text, however,

diﬀers from newswire text in a number of important ways, which raise interesting

technical issues in attemping to analyze it.

First, newswire text has one commonly-understood purpose - namely, com-

municating factual information about recent events - and hence there has been

broad agreement about the goals of analysis - namely, extracting factual infor-

mation from text. In contrast, social media has no clear single purpose, leading

to a wide variety of possible goals for researchers to pursue.

Second, newswire text is intended to be read by a particular set of people,

who are assumed to have a particular type of background knowledge. In contrast,

social media text is often targeted at a particular community of readers - often

readers that share a large amount of background knowledge with the writer.

This means that statements can be made that can be easily interpreted by the

reader, even though they are highly ambiguous in a broader context. To take a

few examples, an entity name like “Bob” might have an obvious referent in a

particular social setting, but be impossible to resolve outside of that setting; or

a phrase like “of course” might be clearly understood as sarcasm in one setting,

and clearly understood as agreement in another.

The second issue raises many technical questions about how to best model

communities in conjunction with the text that they give rise to. In my talk, I

will describe two key modeling tools - random-walk based graph analysis and

probabilistic generative models of text - and discuss how these tools can be ex-

tended to model issues of crucial important in social-media text, such as links be-

tween documents, links between community members, and the impact of shared

external events.
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  The ﬁrst issue raises many technical questions about how to evaluate such

models. Ideally, a model should be both understandable - i.e., it should lend it-

self to useful visualizations of the data - and predictive - i.e., it should allow one

to forecast future behavior. In my talk, I will describe several predictive tasks

that we have used as to evaluate models of social-media text, including predict-

ing the publication activity of scientists, predicting how people will interpret

sequences of events, predicting the link activity of bloggers, and the predicting

the commenting activity of members of large community blog sites. Importantly,

quantitative diﬀerences between diﬀerent models can be seen on predictive tasks,

even when visualizations based on these models are, subjectively, hard to distin-

guish; furthermore, the relative ordering of diﬀerent models on predictive tasks

is usually similar across a range diﬀerent tasks.

In more detail, I will discuss a number of distinct modeling tasks. I will

describe a probabilistic model, based on latent Dirichlet allocation (LDA) [1]

and stochastic block models [2], that jointly models the contents of, and the

connections between, a corpus of linked documents [3, 4]. We show that there

are signiﬁcant diﬀerences in how well these models can perform certain predictive

tasks—notably, predicting which outgoing links will appear in a blog post. The

same techniques can also be used to model scientiﬁc literature, and have the

same relative performance on predicting which citations will appear in a scientiﬁc

paper. We will then explain how another extension of this model can be used

to predict a diﬀent type of user activity—predicting which community members

will comment on a blog post [5].

We next turn to the issue of modeling time, and more speciﬁcally, the impact

of external events on a corpus of social media. In particular, we explore whether

one can reliably detect external events from a time-tagged stream of blog post-

ings. We present several alternative probabilistic models for this task, and show

that some of them are nearly as accurate as human annotators; however, this

is a less strong statement than one might think, since there is a surprisingly

large amount of disagreement among human annotators as to what constitutes

a signiﬁcant event [6]. To address this, we also consider a semisupervised topic

model, in which users are allowed to provide a partial description of the timeline

of events they consider important [7].

Finally we consider an alternative way of detecting events—using random-

walk based proximity measures on a heterogeneous graph containing documents,

words, and timestamps. We show that nearly-as-accurate predictive results can

be obtained with computationally less expensive techniques. We also show that

certain novel predictive tasks can be readily addressed with graph similarity

measures involving scientiﬁc literature [8].
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  Comparison of Rule-based to Human Analysis of

Chat Logs
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Abstract. Key words: cyber-crime, internet predation, chat log anal-

ysis

1

Introduction

The National Center for Missing and Exploited Children reported in a 2008 sur-

vey that approximately 1 in 7 youth (ages 10-17) are approached or solicited for

sexual purposes through the Internet. The NCMEC established a CyberTipLine

for reporting cases of child sexual exploitation, and the magnitude of calls re-

ceived is staggering, with 40,353 reports of “Online Enticement of Children for

Sexual Acts” from March 1998 to October 2008. In this single category, 122 were

reported in the week of October 27th, 2008 alone [7].

We are continuing a study that attempts to evaluate and categorize the

strategies used by online sexual predators in their attempts to develop relation-

ships with children using the Internet. Working with a program called Chat-

Coder, we redesigned the method employed by the program to decide which

lines in the chat log contain luring language. Communications researchers deﬁne

two primary goals for content analysis [12]: to describe communication, and to

draw inferences about its meaning. In this paper we describe a rule-based ap-

proach for identifying predatory communication within a chat log and compare

our algorithmic eﬀort to the results produced by trained communications ana-

lysts. The ﬁfteen chat logs we have been working with come from the Perverted

Justice (PJ) website [11] and are discussions between a sexual predator, who has

been convicted of soliciting a minor over the Internet for sexual activity, and a

trained PJ volunteer posing as an adolescent.

Like most of the commercial products we have seen, ChatCoder 1 was based

on a simple keyword matching technique. This approach has many shortcomings.

We have found that the rule-based technique used in ChatCoder 2 provides an

overall improvement in intercoder reliability by a maximum of 13.21% and an

average of 5.81%. Intercoder reliability is a well-known metric used by researchers

in communication studies for determining the consistency of coding between two

coders or coding systems.

19


___



  A number of social networking sites involve chats or forum discussions, and

as these sites draw younger users, they also draw cyber criminals. Our analysis

of chat data can provide interesting insights and may inform the development

of new tools for site monitoring.

2

Related Work

This project integrates both communication theories and computer science al-

gorithms to create a program that can detect the occurence of predation in an

online social setting. Though there has been much work exploring social media,

this aspect of online social interaction remains largely untapped. Previous work

by Kontostathis, et al. includes developing an optimized model of predation and

a phrase-based program, ChatCoder 1, to analyze chat logs [5]. This surface-level

analysis provided an excellent base from which to work with ChatCoder 2.

Though there have been a number of research projects involving the parsing

of chat logs, there have been few that do so with predation in mind. To our

knowledge, there are three such projects. Pendar has had some success analyzing

chat transcripts to diﬀerentiate between the victim and the predator [10]. The

study by Hughes, et al. focuses on the distribution of child pornography through

peer-to-peer networks [4]. Recently, Adams and Martel conducted research to

create a program that can detect and extract the topic of discussion [1]. There

are a few computer programs that attempt to police chat conversations, but they

are generally lacking in true analysis capabilities as none of them are based on

communication theory[8][2].

3

Modeling Predation

Olson, et al. established a luring communication theoretical (LCT) model that

deﬁnes ﬁve phases of predation: gaining access, deceptive trust development,

grooming, isolation, and approach [9]. This model was expanded for online pre-

dation, and operationalized by Leatherman, et al. [6]

Gaining access, as deﬁned by Olson, et al. represents the ﬁrst step in the

luring process wherein the predator must be “motivated and able to gain access

to potential victims and their families.” Primarily, then, gaining access involves

exchanging personal traits of both the predator and the victim, as well as the

strategic placement of the predator. In online predation, a predator gains access

to a minor through mediums such as instant messaging forums, chat rooms, and

social networking sites such as MySpace and Facebook. For instance, a predator

would place himself in a chat room frequented by minors.

Olson, et al. deﬁne deceptive trust development as “a perpetrator’s ability

to cultivate relationships with potential victims and possibly their families that

are intended to beneﬁt the perpetrator’s own sexual interest.” In the arena of

online predation, this is divided into four sub-categories: personal information,

relationship details, activities, and compliments. The exchange of personal infor-

mation involves details about the victim and predator’s actual locations, ages,
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  names, computer locations (i.e. in the bedroom, basement, etc), birthdays, cell

or home phone numbers, and pictures of themselves. Relationship information

includes discussion of feelings and attitudes toward maintaining, building, and

dismantling their relationships with each other, friends, signiﬁcant others, and

family members. Activities, a broad category, is deﬁned primarily as preferred

social behaviors shared by both the predator and victim, including but not lim-

ited to music, movies, books, sports, hobbies, and favorite foods. Compliments

involve the predator or victim oﬀering praise for one another’s appearance, ac-

tivities, and personal information with the intention of making the victim view

the predator in a positive, appreciative light.

Deceptive trust occurs and is aﬃrmed throughout the entire communication

between the predator and the victim. Indeed, incurring the trust of the victim is

essential to the success of the later stages of the entrapment cycle: isolation and

approach. When the victim trusts the predator, the oﬀender begins to groom the

minor to accept oﬀers of sexual contact. Grooming is “the subtle communication

strategies that sexual abusers use to prepare their potential victims to accept

the sexual conduct [9].” Thus communication that functions as grooming does

not directly lead to sexual contact, but instead desensitizes the victim to sexual

remarks or foul language. Successful grooming leaves the victim unaware that any

process is underway. There are two sub-categories of grooming - communicative

desensitization and reframing.

Communicative desensitization refers to the oﬀender purposefully and fre-

quently using vulgar sexual language in an attempt to desensitize the victim to

its use. Additionally, the perpetrator will often attempt to encourage the minor’s

interest in sexual subjects with the eventual goal of perpetrating future abuse. In

terms of online predation, this can be achieved by sending pornographic images

and using sexual slang terms or netspeak in lieu of every day words (i.e. “cum”

instead of “come”).

Reframing occurs when sex oﬀenders endeavor to make the victim comfort-

able with experiencing sexual advances over the internet. From Olson, et al.,

reframing is “contact or sex play between victim and adults that may be com-

municated in ways that would make it beneﬁcial to the victim later in life.” To

this end, sexual conversation is presented in a positive light and is often referred

to as a learning experience, a game to be played, or an important skill to learn

in order to participate in loving relationships in the future.

Beyond grooming, physically and emotionally isolating the victim is essential

to the sexual predator, be it online or in the real world. Physical isolation is

deﬁned as arranging to spend time alone with the victim, and mental isolation is

increasing emotional dependency upon the predator for things like friendship and

guidance. While complete physical isolation cannot occur over the Internet, the

predator achieves isolation by making sure the victim chats without supervision.

Predation is most successful with minors who are isolated from support networks,

be it by low paternal or maternal relationships or by having very few friends.

This information is gleaned through online communications by asking questions

about the minor’s social life, by providing sympathy and support in reaction to
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  their situation, and by questioning the strict rules of the parent. The predator

seeks to isolate the victim and then to ﬁll the social gaps in the victim’s life as

a tool to facilitate abuse and gain control of the victim.

When the predator has established the victim’s trust, commenced groom-

ing, and isolated the minor from support networks, the predator attempts to

approach the victim by suggesting that they meet for sexual purposes. In the

LCT, Olson, et al., deﬁne approach as “the initial physical contact or verbal

lead-ins that occur prior to the actual sexual act.” In the online model of luring

communication, approach is the ﬁnal step when the predator requests to meet

the victim oﬄine with the intent of beginning a sexual relationship.

4

Data Collection and Processing

When beginning this project, chat transcripts in text ﬁles were downloaded

from the Perverted Justie website [PJ]. The ﬁles contain entire conversations

between adults posing as young teens and convicted sexual oﬀenders. At present,

ChatCoder works with one “post” at a time, meaning one line of chat posted

by one user, including the username, timestamp, and any other information the

instant message program would include about the post. We processed each post

by separating the username (to determine whether the user is a predator or

victim) and the body of the the post (what the user actually typed and sent).

The next two sections will discuss how ChatCoder determines danger in the

conversation using the body of each post.

5

ChatCoder 1

The original ChatCoder program (ChatCoder 1) was developed to operationalize

the LCT model. ChatCoder 1 utilized a dictionary containing 454 unique words

and phrases. The phrase list was developed by a communication studies student

working on the predation project. Each phrase was assigned to one of the nine

luring subcategories. Some samples appear in Table 1.

When ChatCoder 1 found one of these phrases in a line, the line was coded

with the appropriate luring subcategory assigned. Many posts which should have

been coded were missed by ChatCoder 1. The phrase-matching system required

that a phrase appear precisely the way it appeared in the dictionary. Extra words

or typos would result in a false negative (a phrase was not coded when it should

have been).

ChatCoder 1 often over-coded as well, because some of the dictionary entries

were short, single words. For example, age was a dictionary entry assigned to the

personal information category, but age also appears in many other words (ex.

image, average) and the appearance of age as part of a word would cause a line to

be coded as personal information, a false positive. Checking for spacing around a

word was an insuﬃcient response to this problem because running words together

is one of the most frequent typographic errors in chat communications.
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  Table 1. Sample Excerpt from ChatCoder 1 Dictionary

Phrase

Coding Category

are you safe to meet

Approach

i just want to meet

Approach

i just want to meet and mess around

Approach

how cum

Communicative Desensitization

if i don’t cum right back

Communicative Desensitization

i want to cum down there

Communicative Desensitization

i just want to gobble you up

Communicative Desensitization

you are a really cute girl

Compliment

you are a sweet girl

Compliment

are you alone

Isolation

do you have many friends

Isolation

let’s have fun together

Reframing

let’s play a make believe game

Reframing

there is nothing wrong with doing that Reframing

6

ChatCoder 2

The goal for ChatCoder is to mimic a trained communications analyst. Thus we

want the software to identify not only dangerous words or phrases, but also to

identify a luring category for each post (if there is one). To compare the eﬃcacy

of our software, we have carefully analyzed the coding done by human coders

who used a codebook that was developed during the initial operationalization of

the luring theory. In this section we describe the rules given to the human coder,

along with the rules employed by ChatCoder 2. Eighteen tokens were created

to represent items in each LCT category - for example, approach nouns (hotel),

action verbs (think), and complimentary adjectives (pretty). The dictionary was

redeveloped by computer science students and the new dictionary contains 305

words, each assigned to a token type.

The computer science students closely re-analyzed the same ﬁfteen chat tran-

scripts from the Perverted-Justice.com website [11], and they identiﬁed common

linguistic patterns for lines that ﬁt into one of the nine subcategories in the LCT

model. Rules were written when patterns present in multiple chat logs were iden-

tiﬁed. For example, the rule-based approach will ﬂag all permutations of you and

pretty anywhere in the line, such as you pretty, you’re pretty, or you are pretty.

ChatCoder 2 will ﬂag all of the variations of the phrase, including contractions

such as you’re pretty and netspeak like u r pretty.

Each of the nine luring subcategories is also assigned a nominal value. The

nominal value helps the system mimic the human coder when a post contains

multiple luring categories. For example, if a line contains both communicative

desensitization and personal information language, the line will be coded as

communicative desensitization because it has a higher nominal value. Higher

values are assigned to subcategories further along in the luring model, indicating
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  that the predator has moved to a more dangerous phase in his communication

with the victim.

In the following subsections we describe the instructions provided to the

human coders and also our algorithmic implementation for each subcategory in

ChatCoder 2. The categories are described in order by their nominal values (i.e.

Gaining Access has nominal value ‘1’, and Approach has nominal value ‘9’).

6.1

Gaining Access

Gaining access is deﬁned as greetings or stated presence in online social net-

working sites. Human coders were told to code the line as gaining access for any

formal or informal greeting such as hi, hello, or what is up. They were also told

to code gaining access for any mention of a social networking site where the per-

petrator and victim met / talked. A greeting term was coded only the ﬁrst time

it appeared, not each time the predator leaves and returns to the conversation.

ChatCoder 2 coded gaining access for the ﬁrst predator post in the transcript.

6.2

Personal Information

Personal information exchange is deﬁned as victim and predator revealing, ex-

changing, requesting, or sending real information about themselves. Human

coders were instructed to code the line as personal information when non-screen

names, actual ages, hometown and computer locations (e.g. bedroom, oﬃce,

etc.), cell or home phone numbers, email addresses, proﬁles and personal pic-

tures are exchanged or discussed. They also coded requests for information about

general, non-speciﬁc likes and dislikes: what do you like or what do you like to

do when there is no clear context for the question or when the context is clearly

non-sexual. They were told to only code personal data that could be reasonably

used to physically locate and identify the victim. Making arrangements to meet

was explicitly excluded from this category (it was coded as approach) as was

exchanging information about general town or state locations. After one post

is coded as approach, all subsequent personal information exchanges were also

coded as approach by the analysts.

To identify personal information exchange, ChatCoder 2 looks ﬁrst for an

information noun (pic, birthday) combined with an action verb (look, think) or

a question word (when, ever), which would include lines such as look at my pic

or when is your birthday.

6.3

Relationship

Relationship exchange is deﬁned as predators and victims talking about, shar-

ing, or soliciting feelings and attitudes (positive, negative, or neutral) regarding

romantic relationships, familial relationships or friendships. Analysts code the

post as relationship if it includes language about building, maintaining, disman-

tling or ambivalence regarding their relationship with each other, with family,
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  friends, and romantic partners. Relationship was also coded if a post included

references to the speciﬁc experiences and practices that were a part of their past

or current associations with others.

To code a line as relationship information, ChatCoder 2 looked for a rela-

tionship noun (boyfriend, divorce) and an approach verb (meet, call) or action

verb (think, like). Thus lines like how did you meet your boyfriend or did you like

your boyfriend were coded.

6.4

Activities

Activities is deﬁned as sharing information about activities and hobbies. An-

alysts coded the line as activities if there was discussion of favorite or shared

social behaviors, like preferred musicians, movies and hobbies. They also coded

requests for information about general, non-speciﬁc activity likes and dislikes:

what do you like to do for fun or where do you like to go to hang out when there

is a reasonably clear non-sexual context for the question.

ChatCoder 2 could only account for the most broad discussions by ﬂagging

all lines containing an activity noun (book, movie, favorite) which would catch

lines such as what is your favorite color and did you like that book.

6.5

Compliments

Compliments is deﬁned as oﬀering praise. Analysts coded the line as a com-

pliment if it contained language oﬀering praise about appearance, activities, or

personality.

When looking for a compliment, ChatCoder 2 ﬁrst determines if there is a

complimentary adjective (pretty, mature, sexy) in the line. If the complimentary

adjective is present, the program then looks for a second person pronoun (you,

your) or an information noun (girl, pic) and the line is ﬂagged as a compliment.

Thus phrases like you are pretty and nice pic are caught and the post is coded

into the compliment category of the luring theory.

6.6

Communicative Desensitization

Communicative desensitization is deﬁned as the use of vulgar sexual terms or

the discussion of sexual acts or the willingness to experiment sexually. Analysts

coded the line as communicative desensitization if it contained any vulgar lan-

guage, any discussion of sexual acts, or any demonstration of sexual acts. This

code also includes innuendos or vague references to sexual arousal, sex as doing

things or doing anything, and the exchange of general photos of naked others,

but not predator or victim. Words like dammit, shit, and hell were excluded.

At present, ChatCoder 2 successfully ﬁnds communicative desensitization in

a number of situations. If it ﬁnds a communicative desensitization noun (body,

lover, sex) and an action verb (think, have), then lines like you have a hot body

and think you’d like sex are ﬂagged as communicative desensitization. Commu-

nicative desensitization is also ﬂagged when a communicative desensitization

25


___



  noun and a communicative desensitization verb (want, kiss) or a linking verb

(am, be) are found together, meaning lines like kiss your body and you will be my

lover are ﬂagged. A communicative desensitization verb with a second person

pronoun or a question word will also be ﬂagged to include phrases like do you

shave and ever kissed. If there is a communicative desensitization adjective (sexy,

hard, naked) and a ﬁrst or second person pronoun or action verb, ChatCoder 2

will ﬂag the line, ﬁnding get naked and you are sexy.

6.7

Reframing

Reframing is deﬁned as redeﬁning sexual behaviors in non-sexual terms. Analysts

were instructed to code the line as reframing if the language attempts to describe

or connect sexual acts to messing around, playing, learning, helping, assisting,

or practicing.

Reframing is coded by ChatCoder 2 when a reframing verb (play, learn,

teach) is found with a ﬁrst or second person pronoun. Thus you want to play

with it and i could teach you how are ﬂagged in the reframing category.

6.8

Isolation

Isolation is deﬁned as separating the victim from his or her family or friends. A

post was coded as isolation if it includes a question about the physical location

of the victim’s friends or family or the victim’s location. Also includes discussion

about lying to, or concealing from, parents and friends.

To ﬂag isolation, ChatCoder 2 had to ﬁnd a family noun (mom, dad) and an

approach verb or question words, such as did your dad leave or what does your

dad do. Isolation was also ﬂagged when an isolation adjective (alone, lonely) was

found with a second person pronoun, like you must be lonely.

6.9

Approach

Approach is deﬁned as an attempt to meet the victim in person. Analysts coded

the line as approach if it contained language asking the victim to speak on the

telephone or to meet in person. Approach also includes speciﬁc requests for a

victim’s location, address or appearance after an approach has been coded. It

includes statements or requests for meeting time and references to coming over,

as well as discussions of bringing items to the victim.

In ChatCoder 2 an approach line had to contain an approach verb (meet, see,

come), no information nouns, and a ﬁrst or second person pronoun or approach

noun (hotel, highway, car). This included phrases such as I want to meet you

and could we go to a hotel.

7

Evaluation Methodology and Results

Intercoder reliability compares the number of shared coding decisions between

two coders doing content analysis. The online predation project has data from
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  four diﬀerent coders: two student hand coders, ChatCoder 1 and ChatCoder 2.

In this paper we compute intercoder reliability using Holsti’s method [3]. The

formula is shown in Equation 1; N is the number of matches, n1 is the number

of lines coded by coder 1, and n2 is the number of lines coded by coder 2. In

this section coder 1 and coder 2 can be either human or computer coders.

Reliability = 2N/(n1 + n2),

(1)

Intercoder coder reliability for two trained undergraduate student coders

ranged from 61% to 94%. The students improved their intercoder reliability over

time, after results from previous attempts were compared and the manual cod-

ing process was discussed (with a faculty mentor). Human-to-human intercoder

reliability was initially in the 60-70% range, but eventually improved to 94%.

After human-to-human coding reliability stabilized, we calculated intercoder

reliability between ChatCoder and the human coders (with the data we al-

ready had available from the humans). Computer-to-human intercoder reliability

ranged from 30% to 58% (see Table 2).

ChatCoder 1 vs. human intercoder reliability ranged from 24.29% to 56.56%.

ChatCoder 2 ranges from 31.94% to 58.74% for the same transcripts. Overall,

ChatCoder’s ability to correctly identify predation when compared to a human

coder improved by an average of 5.81% with a maximum improvement of 13.21%.

Intercoder reliability increased in 16 of the 17 test cases.

Table 2. Intercoder Reliability Statistics

Predator

ChatCoder 2 ChatCoder 1 ChatCoder 2 ChatCoder 1

User Name

vs. Human 1 vs. Human 1 vs. Human 2 vs. Human 2

AbraxisReborn

31.94

24.29

34.59

24.81

Bendix632

–

–

48.16

43.05

DaddyWants2PlayNokc

–

–

40.80

38.81

Dick HungWell64

33.33

32.35

–

–

Fuddster88

–

–

33.86

24.53

funjxn1

58.74

56.56

–

–

Good Boy B88

45.38

34.90

–

–

Hardblackdick

–

–

16.67

15.38

jc bah

32.35

31.50

–

–

Johnchess2000

35.48

30.71

–

–

Michaelmeyer2448

–

–

41.54

40.16

ndguy58746

46.13

47.67

–

–

Wesleybrannen82

50.00

40.23

55.49

44.03

x cums in the night x

–

–

35.11

32.61

your lil nene

–

–

39.70

26.49

Intercoder reliability can also be measured at the category level. For personal

information, we improved by an average of 13.35%. Because of the large range of
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  questions and answers that personal information contains, the phrase matching

strategy that ChatCoder 1 employed was largely unsuccessful because it could

not possibly match all permutations of the ways in which a predator could ask

about or oﬀer personal information. With our more ﬂexible strategy, we were

able to match the human coders more successfully.

Posts in the relationship category were very diﬃcult for ChatCoder 1 to

detect because there are numerous way to ask or talk about a relationship. It

also is diﬃcult to separate discussion of a relationship that should be categorized

as communicative desensitization from a discussion involving a relationship that

is purely relationship information. For example, the line I am divorced and have

no girlfriend does not match any phrase in the ChatCoder 1 dictionary, but it is

clearly relationship information. ChatCoder 2 codes the aforementioned line as

relationship information, based on the fact that the line contains the relationship

nouns divorced and girlfriend, and also contains a ﬁrst person pronoun I, and

an action verb, have. We improved relationship coding by an average of 21.08%.

There were some diﬃculties in coding for relationships, as in six out of seventeen

cases, no relationship lines were ﬂagged by either the old or new ChatCoder, a

statistic that results largely from disagreements between the human coders about

what constitutes discussion of a relationship. For instance, the line may I ask

how far you’ve gone is coded by one hand coder as relationship discussion and

by a second as communicative desensitization.

As a category, activities represents an extraordinarily broad range of topics

and inquiries that are diﬃcult to narrow down to a few rules. Phrase matching

produced practically no results in the activities category, but by utilizing a few

common types of activities, such as movies and music, we could code for the

more prevalent activity-related discussions. However, when the speciﬁcity of the

activities-related discussion became too high, such as have you ever gone kayak-

ing, we were unable to account for it. Thus our average improvement in coding

for activities was 14.24%.

Compliments improved by an average of 25.29%, with a maximum improve-

ment of 42.06%. Compliments were easy to improve by adding any complimen-

tary adjectives found to the appropriate category. This resulted in giving Chat-

Coder 2 the ability to ﬁnd a number of diﬀerent phrases that ultimately have

the same meaning, such as you cute, you are so cute, and I think you are cute.

Communicative desensitization was a diﬃcult category to code because so

much depends on context, which is diﬃcult to teach a computer. By implement-

ing rules based on parts of speech, our average intercoder reliability decreased

by 2.23%. We believe that this is largely based on the fact that words such as

cum are coded as communicative desensitization by the hand coders regardless

of context. In addition, since categories are coded on a hierarchical basis, if the

phrase contains an approach verb, such as come, then it is coded incorrectly as

approach instead of communicative desensitization. To remedy this problem, the

next version of ChatCoder will include more speciﬁc hierarchical rules to avoid

this miscoding.
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  Our working deﬁnition of the reframing category is open to interpretation,

primarily due to a lot of inconsistency in hand coding. It was diﬃcult to identify

speciﬁc phrases to be ﬂagged as reframing. ChatCoder 1 consequently coded re-

framing very poorly, only receiving positive intercoder reliabilities in three of our

seventeen chat transcripts. We were able to catch most occurrences of refram-

ing, with an average increase of 23.18%, peaking at a maximum improvement of

85.71%.

Another diﬃcult category to pinpoint was isolation. Our average intercoder

reliability decreased by 4.13%. Future improvements would include coding for

an isolation adjective and an information noun to catch phrases such as home

alone. Previous attempts to catch these exceptions have vastly over-coded, so

more careful analysis of instances of isolation must be undertaken.

Finally, the approach category had an average improvement of 1.05%, im-

proving in seven transcripts and declining in ten. A case by case analysis of

the intercoder reliability for approach showed that although our rules caught

many instances of approach, it vastly over-codes because any phrase like I go to

the pool is marked as approach, since it contains a ﬁrst person pronoun and an

approach verb.

8

Conclusions

We made signiﬁcant progress by improving upon the methodology of ChatCoder

1. We increased the average overall intercoder reliability by 5.81% with a max-

imum improvement of 13.21%. Furthermore, we improved signiﬁcantly in the

categories of personal information, relationship information, activities, and com-

pliments, peaking with values solidly in the range of reliability that a human

coder achieves.

In the categories in which we did not see improvement across the board -

communicative desensitization, reframing, isolation, and approach - we learned

a great deal about the integrity of the categories themselves. At this point, we

can conﬁdently say that much of the information that ChatCoder 2 misses is due

to a lack of clariﬁcation within the categories. Reﬁnement of the luring model or

updates to the coding instructions given to the human coders may be warranted.

There are a number of improvements that we believe would further increase

the eﬃciency of ChatCoder. Typos and netspeak continue to be major issues

and statistical methods may be needed to account for these discrepancies. We

are currently working to integrate a translate function that will utilize an online

dictionary of slang words. Future generations of ChatCoder can also be expanded

to consider a window of posts rather than just single lines in order to better catch

insinuations.

Overall, the intercoder reliability of ChatCoder has markedly increased, and

we are well on our way to automating the content analysis process for this

diﬃcult and important application.
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Abstract: This paper obtains a high performance representation in the auto-

matic classification of Blog pages, regardless of its content, style, author and 

language. The research is based on the  concept of “frame” to represent the 

knowledge that makes a page of Blog type recognisable to everybody at first 

sight. We have built a dataset in four different languages with varied contents 

in fifteen different categories, we have experimented with four different repre-

sentations and evaluated with four different methods of inductive learning. The 

result of the proposed method is a high performance, with F values higher than 

0.950 and an interval of error lower than 2%. This shows the superiority of this 

method compared with others and its independency from both language and 

content in which the page is written.

Keywords: Blogs, Classification, Web Classification, Web Clustering, Blog 

Search, language independent classification, multilingual classification

1

Introduction 

We have focused the investigation on simulating the cognitive process of visual     

recognition of a Blog to obtain a representation able to determine, through an induc-

tive learning method, if a page is or is not of this category. 

The revolution of Internet toward a collaborative model, where everyone can con-

tribute knowledge, experiences and opinions freely and globally, has raised in the re-

search a growing interest in everything related to social media mining, opinion mining 

and sentiment analysis. 

It is therefore vital to indentify the sources to obtain that information and opinions, 

and one of the most important sources for that task are blogs, because of its freedom 

for expression, its ease for collaboration and its rapid growth in Web 2.0. 

But Internet is global, what means its contents are expressed in a high quantity of 

different languages, so it is really important to find  a method rich enough in represen-

tation, in order to obtain an efficient classification of this kind of pages, as we have 

said before, independently from its language or content.  

The main contribution of this paper is that we have focused on obtaining the visual 

characteristics that make them recognizable to a first sight for a human, obtaining a 
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  novel representation model that obtains high values of statistical-F and low levels of 

error, significantly improving the results front the state of the art methods. 

This paper has been structured in a review of related work in section 2. Under sec-

tion 3 we present our proposal based on the visual characteristics of Blog pages and 

the way to obtain features to the page representation. In section 4 it has been de-

scribed the creation of test collection and its characteristics. Then in section 5, we de-

scribe the methodology and the theoretical framework of experimentation and the 

evaluation of the results. In section 6 we discuss the experimental results obtained, 

with the intention to make way for the conclusions and the future work done in sec-

tion 7. Thereupon, we attach the references to the wording of the paper. 

2

Related Work 

The state of the art shows that a large number of alternatives has been explored in the 

extraction of features of the Web for its future treatment, learning and modelling. 

We have investigated in different formal representations of the pages: from the 

classical model of Bag Of Words (BoW), based on obtaining features from the con-

tent of the page; to models exploiting “links structure” and “meta-data” from the 

Web, and the relationship between pages. 

Studies like [16] show us how the classification of pages based on summaries made 

by humans, have a significant enhancement, reducing the dimensionality and delimit-

ing  the problem in a more concrete vocabulary, achieving improvements of 12,9% 

over the baseline BoW. 

[12] proposes a classification based only in structural features, achieving a 92% in 

statistical-F in classification of first level domains. 

[11] makes a classification from the words that appear on the URL of the page, ob-

taining very interesting results, in a similar way than that made by [17] in order to 

block “spot advertisings” depending on its URL. 

Other lines of investigation are an approach to the contextual analysis of the pages, 

which are divided on three main lines: hypertext analysis, links analysis and 

neighbourhood analysis.  

Hypertext analysis is based on drawing characteristics from the anchor text, the 

headings, the pointed out pages, and generally all those elements which were high-

lighted in some way in the html structure. Thereby [19] uses a combination of charac-

teristics drawn from the title of the pages and from the anchorages, showing an in-

crease of performance facing the classical methods based on content. 

The approach based on links analysis, combines the analysis described above with 

the textual analysis of the referenced pages. [3] achieves an increase of 46 points in 

the F1 on the textual analysis of the pages. [18] makes use of the HITS algorithm to 

explore the topology of hyperlinks, and [9] who uses the combination of kernel func-

tions for support vector machines to utilize jointly the textual information and the co-

citation analysis. 

[4] and [14] make use of the neighbourhood analysis, it means, they use the classi-

fication of the neighbour pages to determine the category of the new documents. 

Regarding the classification of Blog-type pages, we have not found a high number 

of papers despite an incessant focus of interest in Opinion Mining, Sentiment Analy-

sis and other kind of Mining Social Media. 
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  In [15] find a use of the meta-information and the links on the page in order to clas-

sify it into a specific domain where content is more semantically similar than into a 

first level domain, and they achieve better results in the classification of blogs than 

the compared methods. 

The NITLE project (http://www.knowledgesearch.org/census/index.html) to census 

the existing blogs in the Web, uses several heuristic rules like that the word “blog” 

appears more than five times, that the page has been created by an automatic genera-

tor of content, that its URL belongs to a known publisher of blogs (blogger or word-

press), that the page has got or allows subscription via RSS or atom, and several 

more, but  it does not provide information on the obtained results. 

In trade there are many blog search engines like Technorati, Agregax or Google. 

All of them follow the philosophy of indexing and publish big sites of content genera-

tion like Blogger, or publishing all pages that have got rss or atom subscription. For 

more information you can visit 

(http://www.google.com/intl/es/help/about_blogsearch.html#whichblogs). 

3

Visual characteristics of the Blogs 

Perhaps, Blogs are one of the most heterogeneous sorts of pages in relation to its con-

tent that might exist in the Web, due to the fact that they can deal with a high variety 

of themes, even inside the same Blog. So a priori it would be difficult to obtain a good 

representation based on the content, besides of the problems emerging with that type 

of representations when it deals with multilingualism.   

In the same way, the use of fixed rules relating to the underlying technology of 

creation of Blogs (e.g. Meta-generator or containing subscription); or the use of logi-

cal rules of engagement (e.g. specific urls of generators of Blogs or the word “blog” 

appears more than n times); does not seem to be appropriate because on one hand they 

depend extremely on the underlying technology, limiting the possibility to adapt itself 

to new situations, and on the other hand they confuse the concept of Blog as collabo-

rative page and not as a page which publishes contents that could be subscribed, 

which it can also be a newsgroup, CMS, forums and wikis, among others. 

In the other way it is undeniable that somebody who has seen a series of Blogs, 

would be able to identify, in the vast majority of cases, a new Blog as such, independ-

ently from the content, author, style or language in which it has been written. 

This spontaneous identification answers to a cognitive process of vision (visual 

cognitive process) and a recognition of a pattern which can be described through the 

concept of “frame” introduced by Marvin Minsky [13] 

In this paper we have made a “conceptual” use of “frame” as a representative 

method (or container) of knowledge, it means, as a method of representing the pages. 

Then, we use a supervised inductive learning model to assign values to the frame slots 

(features of the learning model), so that once built the model may be able to predict 

the class of a given page as an example and represented in this way. 

The visual characteristics would be the features that a human would be able to in-

dentify at a glance: 

• Blocks of information, the posts, structured as entries of a diary, with a date of 

publication, a headline, a content and the possibility to include comments to al-

low some feedback the conversation and collaboration. 
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  • A blogroll such a group of links to the same website and with the aim of provid-

ing direct and permanent access to past entries. 

• Words highly representative because their high frequency of appearance, such as 

blog, post, rss, atom and comment. 

The supervised inductive learning will allow a flexible identification of blogs that 

have any of the above features, for example, to identify a blog without rss subscrip-

tion such as it is a private blog, or to reject a page that would contain it but actually it 

is a newsgroup. 

We have identified entities such as dates or comments by using regular expressions 

specifically built for this task. To ensure the independence of the language (only for 

the languages we are testing), we have created regular expressions to identify the dif-

ferent ways that an entity can appear in each language, for example, in Spanish we 

could have the next forms “21/12/2009” and “21 de diciembre de 2009”, but in Eng-

lish would be  “12/21/2009”. 

We implement the three visual characteristics described with a set of 14 features 

based on ratios of occurrence of some entities over others. We do not save boolean 

values, we save ratios and the learning method determines the margins of the com-

bined features  to determine the class. The obtained features are the following: 

• Frecuency of occurence of the word blog  in the Url 

• Frecuency of occurence of the word blog  in the document 

• Frecuency of occurence of the word post in the document 

• Frecuency of occurence of the word RSS or ATOM in the document 

• Ratio between number of comments and number of dates, obtained by regular 

expressions named above 

• Ratio between number of comments into a link and number of dates 

• Ratio between number of comments into a link and total number of comments 

• Ratio between number of comments and number of headlines. The number of 

headlines is obtained with a regular expression that extracts entities between the 

different tags <H> 

• Ratio between number of coments into links and number of headlines 

• Ratio between number of dates and number of headlines 

• Boolean indicating if there is a blogroll. We search for HTML containers such as 

<UL> or <OL> 

• Ratio between number of links to the same domain and number of links to dif-

ferent domain, located them in the blogroll 

• Ratio between number of links to different domain located in the blogroll and to-

tal number of links in the page 

• Ratio between total number of links in blogroll and total number of links in page.  

4

Training Set 

We have built a training set with sites classified as Blog and No-Blog, in four differ-

ent languages: English, Spanish, French and German. We have obtained this collec-

tion from the sites listed manually on the directory DMOZ ODP. 
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  We have obtained the Blog pages from concrete categories listed as Blogs under 

each subdirectory of languages from DMOZ, searching them manually and executing 

a crawl from the main category Blog, obtaining the quantity shown in Table 1: 

LANGUAGE Nº PAGES 

English 1859 

Spanish 785 

German 508 

French 668 

Table  1: Number of blogs by language

No-Blog pages have been obtained by making a crawl of the indexed pages in the 

DMOZ, under each language and in each of the categories of the subdirectory (e.g.: 

Arts, Bussiness, Computers and several more) and avoiding the download of pages of 

the subcategory Blog, and including personal  and/or corporative pages as well as 

groups of news, forums or wikis. 

We have preprocessed manually and automaticaly the collection, deleting pages 

without relevant information, such as removed pages, error pages, non-existing pages, 

redirected pages and any kind of error pages. 

We have made a balancing of the total of pages of Blog type and No-Blog type de-

pending on the language. The total of Blog pages is inferior, so we have performed a 

random selection of pages No-Blog to obtain a similar quantity of totals as Blog 

pages, everything depending on the language, and maintaining a similar quantity of 

pages for each subcategory (Arts, Business or Compuers, for example) as it is shown 

in the table below (2): 

LANG. PAG. 

CATEG. 

PAG/CAT 

English 1941  13 

150 

Spanish 774  13 

60 

German 554  14 

40 

French 674  15 

45 

Table  2: Number of Not-Blog by language, categories and pages per category 

The final collection is as follows: 

Lang./Class Blog 

Non-Blog 

TOTAL

English 1859 

1941 

3800 

Spanish 785 774 

1559 

German 508 554 

1062 

French 668 

674 

1342 

 

 

 

TOTAL 3820 

3942 

7763 

Table 3: Final Test Collection 
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  We have created a collection for each language and a collection with all languages 

in common, to experiment with each language and testing multilingual. 

You can obtain this collections on http://www.wikimasd.com. 

5

Methodology and evaluation framework 

5.1 Election of the classifier 

The methods of inductive learning allow the construction of models that generalize 

the behaviour of the data given as evidence to predict new data. In the case of this pa-

per, these methods are binary classifiers able to distinguish between the pages belong-

ing to the category of Blog or not. 

To test whether the results are independent from the learning method used, we have 

experienced with four different learning methods, Naïve Bayes, BayesNet, Support 

Vector Machines and decision trees, in their respective implementations on Weka. 

5.2 Technique and measures of evaluation 

In the case of classifiers, there are diverse techniques to learn, from which we choose 

the evaluation of hypothesis based on accuracy, where the percentage of error made 

between the formulated hypothesis and the real value is assessed, and the learning is 

guided to minimize the number of committed errors [8]. Finally, we make an evalua-

tion of the results through Cross Validation. 

The evaluation done through Weka is based on accuracy, obtaining statistical-F 

through the calculation of the harmonius media from Precission and Recall. 

Thereupon, we have made the t-student test from two tails of the statistical F series 

of the methods (of learning and of representation), comparing them to a level of signi-

fication of 95%. The Null Hypothesis H0 will be that the pair of compared series is 

equal and for that reason the performance of the compared representations will be 

equal. Nonetheless if the called statistic is superior to a tabulated value, the Null hy-

pothesis will be rejected, so one of the methods of representation is superior to the 

other. Depending on the sign we will conclude which of them. 

5.3 Measures of error 

To establish a confidence level of evaluation allows us, given a sample named S with 

n instances taken from an objective function f with a distribution D, establish some 

confidence intervals for the real error (error(h)) from a hypothesis of sample error  

(errorS(h)).  Consequently, to a level of confidence c%, we can determine the interval 

error as:

errorS (h 1

)( − errorS (h))

errorR(h) = errorS (h) ± zc

(1)

n

Where zc is obtained through the normal distribution and the used value in the dif-

ferent evaluations is of 1.96 equivalent to 95% of certainty. 
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  5.4 Baseline and other representations 

We can use the majority baseline formed from the ratio between “blog or no-blog / to-

tal” such as base to compare all other baselines and our method of representation. 

We have token as baseline representation that made by Google Blog-Search, con-

sisting in the determination of if a page is or not of Blog type having subscription 

(RSS or Atom). 

We have obtained a representation based on the standard “bag of words BoW”, us-

ing as a characteristic, the most representative words of its corpus, using a previous 

process of stem of Porter and filtering through stopwords and selecting the 10% of 

apparition more frequent.  

We have obtained the representation of the project NITLE, replacing its fixed rules 

by an inductive learning of the corresponding characteristics to those rules (e.g. Con-

tains subscription, it has been automatically generated, among others explained on 

section 2) 

 Finally we have called our  proposed method of representation, CRX. 

The number of characteristics of each of the representations, by language, is as fol-

lows:

 EN 

ES 

DE 

FR 

MULT 

BoW 686 

1665 

661 

798 

2484 

GOOGLE 1 

NITLE 6 

CRX 14 

Table  4: Dimensionality of the representations 

Spanish BoW representation has more features than other languages because we 

are chosen in all cases those words that had a 10% of frequency of occurrence, and 

Spanish language has had more words that carry out that condition. 

6

Experimental results 

We have conducted several experiments consisting on the comparison of the obtained 

results through the different learning methods for the different representations and in 

each one of the languages, obtaining the statistical F and comparing the series of val-

ues F through a t-student test. 

In the same way, we have experimented with the whole collection, obtaining the 

number of committed errors per each method and the interval of real error in a confi-

dence level of 95%. 

The hypothesis H0 is that the proposed representation does not get a significant in-

crease in the performance of classifiers. The fact of rejecting the hypothesis means a 

significant increase of performance, regardless to the language, content and method of 

training. 

We will validate H0 (accepting or rejecting it) through the T-student test. 

In the table shown below (Table 5), we can see the results for the values of F ob-

tained in each classification for each representation. The values in each cell corre-

spond to the obtained F, on the left we see the case of positive classification as Blog, 

37


___



  and on the right we see the classification as No-Blog. We mark in bold the best results 

obtained into a same classification for each language. 

 NAÏV 

BNet 

SVM 

J48 

English 

Majority 0.489 

/ 

0.511 

BoW 

0.762 / 0.774

0.847 / 0.852

0.872 / 0.878

0.940 / 0.935

Google 0.874 

/ 

0.881 

Nitle 0.926 

/ 

0.932

0.926 / 0.918

0.905 / 0.918

0.935 / 0.931

Crx 

0.970 / 0.971

0.924 / 0.932

0.952 / 0.957

0.980 / 0.980

Spanish 

Majority 0.503 

/ 

0.497 

BoW 

0.834 / 0.807

0.824 / 0.815

0.918 / 0.906

0.939 / 0.921

Google 0.893 

/ 

0.891 

Nitle 

0.928 / 0.931

0.929 / 0.926

0.941 / 0.939

0.942 / 0.942

Crx 

0.989 / 0.989

0.941 / 0.944

0.973 / 0.973

0.993 / 0.993

German 

Majority 0.478 

/ 

0.522 

BoW 

0.835 / 0.818

0.904 / 0.890

0.866 / 0.866

0.941 / 0.932

Google 0.891 

/ 

0.901 

Nitle 

0.923 / 0.931

0.923 / 0.931

0.907 / 0.925

0.925 / 0.934

Crx 

0.963 / 0.970

0.927 / 0.944

0.945 / 0.959

0.961 / 0.970

French 

Majority 0.498 

/ 

0.502 

BoW 

0.820 / 0.759

0.850 / 0.835

0.886 / 0.874

0.927 / 0.907

Google 0.907 

/ 

0.908 

Nitle 

0.951 / 0.952

0.952 / 0.953

0.956 / 0.959

0.952 / 0.955

Crx 

0.986 / 0.986

0.953 / 0.956

0.973 / 0.975

0.986 / 0.987

Multi. 

Majority 0.492 

/ 

0.508 

BoW 

0.686 / 0.741

0.701 / 0.755

0.876 / 0.875

0.941 / 0.931

Google 0.886 

/ 

0.891 

Nitle 

0.936 / 0.939

0.922 / 0.928

0.922 / 0.931

0.938 / 0.941

Crx 

0.980 / 0.981

0.935 / 0.942

0.960 / 0.964

0.984 / 0.985

Table 5: Statistical-F validation for each language and each representation  

Table 5 shows superior results in almost all cases (except only one case) for the pro-

posed representation. Furthermore, in multilingual case the proposed representation  

maintains similar values for statistical-F , meanwhile the rest, especially BoW, de-

clines slightly its performance. 

There is a pattern with Naïve Bayes and BayesNet, the results for all representa-

tions and languages are lower compared with decision trees or support vector ma-
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  chines. Furthermore, the difference between our method and the best method com-

pared when BayesNet is used, is a little more than with other methods. 

To determine that there is a statically significant improvement we use the t-student 

test (Table 6) with the series of values of the proposed method compared with NITLE, 

the method with  best results obtained compared to the rest (because its average is 

higher than the others): 

Language NITLE vs. 

CRX 

English 

t = 5,29 > 2,365 

Spanish 

t = 6,07 > 2,365 

German 

t = 6,23 > 2,365 

French 

t = 4,27 > 2,365 

Multilingual 

t = 7,20 > 2,365 

Table 6: t-student test paired with two tails for the F series for each languages  for NITLE and 

CRX  

By comparing the t-student test with the NITLE method, the best classifier in the 

group, the hypothesis H0 is rejected for all cases, what means that the proposed 

method obtains significantly better results than others compared and it demonstrates 

the superiority of it. 

As it is shown in table 6, the higher value of the t-student, therefore the most sig-

nificant difference between representations, is done with multilingual training, what 

indicates that proposed representation is much better than others dealing with multi-

lingual data. 

The results of Google for the same experiment (language) are always the same, due 

to their dependence to the apparition of a single rule: “if the page has subscription, it 

is a blog”, similarly with majority baseline. 

The results of NITLE with the learning methods are higher than those expected to 

be from its version with rules, but this cannot be corroborated, due to the capacity of 

handling inconsistency and uncertainty that learning methods incorporate. 

Dimensionality in the case of BoW, does  practically unmanageable the training 

(see Table 4). 

The above results (Tables 5 and 6) show (the value obtained in all cases for the t-

student test is higher than the tabulated value) that all the classifiers for all languages 

have a significantly higher yield in the case of the proposed representation. 

A comparative analysis of the interval error, only for the case of multilingual train-

ing and the Naïve Bayes learning method, shows that the number of mistakes and the 

intervals obtained for the proposed representation are significantly lower than those 

obtained by other methods, and it gives margins of error less than 2%: 

 Nº 

errors Interval 

Majority Not 

calculated 

BoW 2205 

0,2840+-0,0109 

Google 862 0,1115+-0,0070 

NITLE 487 0,0627+-0,0054 

CRX 149 

0,0192+-0,0031 

Table 7: Interval error in multilingual validation 
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  Because space reasons we only have reflected the results obtained for multilingual-

ism, on the other hand, the main objective of the paper. The results show the large de-

cline in the number of errors from approximately 30% of BoW representation to less 

than 2% of our proposed method, passing through Google with 11% and Nitle with 

6%.  

The BoW results are due to the high dimensionality, multilingualism and variety of 

content, which make difficult the learning task, so it is known that these methods are 

not suitable for this kind of problems.  

The results of Google and Nitle are more interesting to analyse. Google works with 

a fixed rule that says “if a page has got subscription is a blog”, which causes many 

failures with pages that have subscription but are not blogs, such as wikis, forums or 

newsgroups, and many blogs that do not have subscription. Nitle reduces such  errors 

by adding rules that define the conditions for the page to be a blog,  but it often fails 

in cases where the rules are met but it is not a blog (e.g. a personal web page gener-

ated with blogger) and in cases where the rules are not met but it is a blog (e.g. a blog 

created  programmatically and hosted  on an own domain). 

7

Conclusions and future work 

This work has been framed on the lines of current research to propose a new way to 

characterize or represent web pages based in the cognitive process of visual recogni-

tion  to classify them as a Blog or not-Blog. 

We have created a test collection in four different languages with contents in dif-

ferent domains and annotated in two discriminating classes, Blog and no-Blog. 

We have shown that the proposed representation, obtains a significantly higher 

value on statistical-F than four compared methods of the state of the art. Results are 

higher than 0,920 points in F in all cases, and we have reduced the interval of error to 

lower levels than 2%. 

We have found that word-based methods are not suitable mainly for two reasons, 

firstly because they rise rapidly its dimensionality in learning, and secondly, and 

partly due to what has been said in the first reason, because they reduce their per-

formance. 

If we compared the proposed method with that of Google, our method distinguishes 

between pages of type Blog and any other type of page that would have subscription 

RSS like news, forums or wikis. 

Comparing the proposed method with NITLE, our method is based on inductive 

learning instead of logic rules, which allows deal with uncertain and incomplete in-

formation and adapting itself to any change it could suffer, without the necessity of 

retraining. 

Our method is not based on the underlying technology but on the concept of Blog, 

which allows the method to break away from the technology and adapt to changes in 

the same without the need for retraining. 

The proposed method prioritizes Blogs containing reviews instead of those which 

not have. This allows a better identification of those which are truly collaborative and 

that have a major interest to researches on  Opinion Mining and Sentiment Analysis. 

The main conclusion of the paper is that we have obtained a representation con-

forming to the “frame concept” for the identification of a blog by a human, which it 
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  makes possible to identify them independently of their content, style, author and lan-

guage. 

Future work would be to extend the representation to deal with new languages. To 

achieve this purpose we would have to strengthen the method to obtain entities such 

as dates or comments, improving the syntax of the regular expressions which obtain 

characteristics or using new methods to entity recognition. It would be interesting to-

include temporal analysis of the posts or adding some logical rules such as NITLE 

Project. 
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Abstract. With ever increasing Internet content, search engine is becoming one 

of the most popular internet applications among average users. Improving 

search quality is always an important problem that has attracted much interest 

from the research community. On the other hand, social tags are becoming 

widely available online, as tagging systems enable users to describe web pages 

interesting for themselves with personal annotations and community wisdom. 

The social tags have much potential to help improving web search, because a 

bookmarked web page must be interesting or useful for the user or similar users, 

and tags of the bookmark provides complementary or concise representation of 

the web page. To leverage the community wisdom enabled by social tagging 

systems, we tried to use social tags to improve the ranking of search results. 

Considering time efficiency, document expansion with tagging information is 

employed at indexing time. After a user issues a query, document re-ranking 

with tagging information is applied to improve the ranking. We use two real 

world dataset, MSN Searchlog 2006 and web pages crawled via Yahoo! API, 

for experiments and the results show obvious improvements on NDCG (>10%). 

Keywords: Social tagging, search, document expansion, reranking. 

1   Introduction 

Google.com recently claims that more than one trillion unique URLs have been 

discovered [1], and others show that about 27.9 billion indexable web pages are 

available [2]. Given the enormous information online, the content metadata and 

hyperlinks are usually indexed and used by search engines to help users locate the 

most valuable information online. Despite the remarkable achievement made by 

search engine researchers and engineers, a better search quality is always desirable; as 

the expectation of users is keep on raising [3]. The search quality covers various 

respects, such as ranking of results, response time, precision, recall, etc. 

One the other hand, social tagging is becoming a new type of data widely available 

on Internet over the last several years. Social tagging enables users to describe and 

annotate a resource easily and directly. It has been widely used by many web services, 

such as online shopping (amazon.com), photo sharing communities (flickr.com), and 
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  social bookmark services (delicious.com). When a user thinks a web resource is 

useful or interesting, he/she can add some tags to it. One major goal of tagging is to 

help the user re-find the useful or interesting information quickly in the future.   

Researchers have tried to use social tagging to improve search. Schenkel et al. [5] 

present a framework to improve search, and the data is collected from 

librarything.com. They use social wisdom and scores documents based on social 

relations and semantic relations among tags and items. Heymann et al. compare new 

web pages bookmarked by delicious.com users with pages indexed by Yahoo! Search 

engine. They conclude that social bookmarking is probably still a bit small to have a 

big impact on web search, because the scale of social bookmark is much smaller than 

the whole web pages (~1/1000) [6]. Despite the intuition that social tags might help 

web search, we are not aware of any positive experimental results based on any real 

world web search engine user log data. This motivates us to carry out the experiments 

reported in this paper. We use the tagging information in delicious.com to improve 

web search ranking and we found a significant improvement based on search engine 

user logs, although the scale of social bookmark is relatively small. 

Our research differs from exist works in that we use real world search log data, 

MSN Searchlog 2006 and web pages crawled via Yahoo! API, for experiments. The 

social tagging data is collected from delicious.com. To improve search performance, 

we propose to modify the existing search engine at indexing time and query running 

time. At the indexing time, we expand the original documents with social tagging data. 

At query running time, we re-rank the top documents based on tagging information.   

2 The Vocabulary Mismatch Problem and Document Expansion 

Vocabulary mismatch is a well-know problem for search engines. The information 

retrieval community has spent much effort on solving this problem since the 1960s. 

Existing work can be categorized into two major classes: query expansion and 

document expansion [7][8][9]. Query expansion is executed at query running time, 

and terms related to the original query are added. For example, if a user submits “car” 

as a query, a related word “automobile” can be added so that the modified query used 

by the system becomes “car automobile”. A document contains the word 

“automobile” instead of “car” could be returned. Document expansion modifies the 

documents instead of a query. To do so, the system adds words related to the 

document at indexing time. Singhal and Pereira expanded transcribed documents with 

related terms from a side corpus, and gain a relative average precision improvement 

of 12% compare to other techniques [9]. 

Despite the effectiveness of query expansion, document expansion seems more 

desirable so that query response time won’t be increased due to the long list of 

expanded query terms. There are two main approaches for document expansion: 

document centric expansion vs. term centric expansion. For the document centric 

approach, each document is run as a query and the top n returned terms are appended 

to document d. For term centric approach, each query q is submitted and top n terms, 

which co-occur with q, are collected. Then, the query q is added into documents that 

do not contain q but contain these n terms. This approach is considerably faster than 
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  document centric approach, but while the document set grows, the previously chosen 

terms probably become sub-optimal. 

Billerbeck and Zobel [7] show that both document expansion and query expansion 

improve the mean average precision (MAP), precision at 10 (P@10) and precision at 

the number of relevant documents (R-Pr.). However, query expansion brings more 

significant improvements than document expansion. However, considering the query 

runtime efficiency, document expansion might be more desirable for a system. 

3   Dataset and Measure Metrics 

This research uses two datasets for the experiments. The first one is MSN Searchlog 

2006 and the other one is the web pages crawled using Yahoo! API. MSN Searchlog 

2006 contains MSN Search query logs sampled over one month, and it contain both 

the queries (sessionid, queryid, query, time and resultCounts) and clicks (Queryid, 

Query, Time, URL and the Position of the URL in the result list). MSN Searchlog 

2006 contains about 7.5 million distinct Sessionid and 15 million Queryid (6.6 million 

distinct).  

Because MSN Searchlog 2006 does not contain the full result list of each search, 

using this dataset for experiment may not reliable. Accordingly, we re-submit queries 

of MSN Searchlog 2006 to Yahoo! API and the top 100 result pages of each query are 

colleted. These crawled pages and the clicked URLs of MSN Searchlog 2006 are 

combined togeter and used as the second dataset in our experiments. 

Unfortunatley, the MSN Searchlog 2006 does not record the unclicked URLs of a 

query, and the result lists of Yahoo! API are different from those returned by MSN 

search engine in 2006. Thus it’s impossible for us to get the completely original result 

list and relevance judgments for each query. Traditional measure metrics such as 

precision and recall couldn’t be reliably estimated given the existing data set. Instead, 

nDCG (discounted cumulative gain) [13] is used as evaluation measures in this paper. 

The normalized DCG, nDCG, is computed as: 

p

rel

DCG   rel

i

1  ¦ log

i

i

 2

2

DCG

nDCG   IDCG

where reli is the graded relevance of i-th result, and IDCG is the DCG value of sorted 

result list according to reli.

The social bookmarking and tagging information, including URL of the 

bookmarked page, tags of the bookmark and the count of each tag, are collected from 

delicious.com. This largest social bookmarking service provider now contains more 

than 180 million bookmarked web pages [10].
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  4   Approaches 

To to improve the search results, we tried do document expansion and search results 

re-ranking with tagging information. Document expansion approach only expands 

web pages bookmarked in delicious.com. A bookmarked page p can be represented as 

{(t1, m1), (t2, m2), …, (tj, mj)}, and tags T = {(tg1, n1), (tg2, n2), …, (tgk, nk)} are used 

for tagging page p in delicious.com. Where tj is a term appears in page p, mj is the 

frequency of tj in page p, tgk is a tag tagging page p, and nk is the tagging count of tgk








  shows two example sessions with multiple information needs, and the queries are 

sorted by time.   

We then randomly choose 56 sessions that contain exactly one information need 

for experiments. These 56 query sessions contain 210 queries and 19,954 clicked web 

pages. 

Table 1. Example of Query Sessions in MSN Searchlog 2006 

Session ID 

Queries 

- doberman pinscher 

- doberman pinscher health 

000082fbfed64b62

- doberman pinscher health concerns 

- google 

- Stephen Colbert 

- patterson dental company 

000098be3a604395

- patterson dental 

- First Florida Accounting 

- First Florida Accounting services 

In the first experiment, each query is treated independently and the average nDCG 

of different approaches are reported in Table 2. Document expansion (DE) and re-

ranking(Rln) improves nDCG 18.2% and 16.1%, respectively. In the second 

experiment, each query session is considered, and Table 3 shows the improvements 

for DE and Rln are 19.6% and 17.5% respectively. 

Table 2. Average nDCG of queries for each method 

 baseline 

DE 

DElog2 DElog10 

Rln

average nDCG 

0.1496 

0.1768 

0.1706 

0.1688 

0.1736 

improve(%) - 

18.2% 

14.0% 12.9% 16.1% 

# of improved queries 

- 

20 

17 

16 

23 

Table 3. Average nDCG of sessions for each method 

 baseline 

DE 

DElog2 DElog10 

Rln

average nDCG 

0.1610 

0.1924 

0.1829 

0.1828 

0.1892 

improve(%) - 

19.6% 

13.6% 13.6% 17.5% 

# of improved sessions 

- 

19 

17 

16 

16 

One might worry that adding too many tags into the original documents may hurt 

the retrieval performance. Thus, we conduct two additional experiments, DElog2 & 

DElog10. DElog2 expands p with  1

(  ¬log n  times of tag tgi, and DElog10 expands 

2

i ¼)

1

(  ¬log n   times. However, these two alternatives improve less than the original 

10

i ¼)

DE approach, and the amount of recessing queries (or sessions) compare to the 

baseline of DE approach is similar to DElog2 and DElog10.

The third experiment combines document expansion (DE) and reranking with 

tagging information (Rln). To see how sensitive the method is to the value of  , we 

repeat this experiment with various   values. Table 4 shows that we can always 
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  improve the performance when   goes from 0.1 to 0.9, and the best nDCG is achieve 

when   is about 0.4. 

Table 5 and Table 6 show the average nDCG of queries and sessions by applying 

the hybrid method. The results show significant improvements over the baseline 

method. Besides, the ratio of improved queries and sessions are more than 25% and 

45%, respectively. These improvements are affirmative evidences that social 

bookmark can improve the quality of search.   

Table 4. Average nDCG of queries for combining DE and reranking with 

different  value 

 Average 

nDCG 

Improve 

(%) 

baseline 0.1496 

=0.1 0.1906 

27.42% 

=0.2 

0.2022 35.16% 

=0.3 

0.2081 39.16% 

=0.4 

0.2165 44.75% 

=0.5 

0.2164 44.68% 

=0.6 

0.2144 43.35% 

=0.7 

0.2088 39.61% 

=0.8 

0.2104 40.66% 

=0.9 

0.2018 34.91% 

Table 5. Average nDCG of queries by the hybrid method and compare to Query 

Expansion (QE) 

baseline 

QE 

DE + Rln

average nDCG 

0.1496 

0.1464 

0.2164 

improve(%) - 

-2.1% 

44.7% 

# of improved queries 

- 

31 

47 

Table 6. Average nDCG of sessions by the hybrid method and compare to Query 

Expansion (QE) 

baseline 

QE 

DE + Rln

Average nDCG 

0.1610 

0.1647 

0.2469 

improve(%) - 

2.3% 

53.4% 

# of improved sessions 

- 

23 

25 

We also tried query expansion (QE). However, surprisingly, it hurts the average 

nDCG for queries and only improves insignificantly (2.3%). This probably is due to 

the fact that the dataset is randomly chosen from the URLs of MSN Searchlog 2006, 

which does not contain the whole result list of each query. So that, the URLs used for 

expanding the original query are probably not very relevant to the concept of the 

original query. Concerning this, we use Yahoo! Search API to create a different 

dataset for experiments. 

We resubmited the 210 queries to Yahoo! Search API. The top 100 results of each 

query are collected. These pages and the clicked URLs of MSN Searchlog 2006 are 
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  combined together, resulting a data set of 13259 distinct URLs (about 20k pages in 

total), among which 1823 URLs are bookmarked. 

Table 7. Average nDCG of queries (Yahoo Dataset) 

 baseline 

QE 

DE+Rln

Average nDCG

0.1601 

0.1576 

0.1838 

improve(%) - 

-1.6% 

14.8% 

Table 8. Average nDCG of sessions (Yahoo Dataset) 

 baseline 

QE 

DE+Rln

Average nDCG

0.1745 

0.1701 

0.2050 

improve(%) - 

-2.5% 

17.5% 

For this Yahoo dataset, we also increase    from 0.1 to 0.9 to find out the best 

improvement on average nDCG, and find  =0.4 is the best. Thus, we apply the hybrid 

approach with  =0.4, and compare the result with query expansion (QE). The results 

are shown in Table 7 and Table 8. According to the results, our hybrid approach 

provides statistically significant improvement (>10%) in the search quality. 

To our surprise, the query expansion (QE) approach hurts the performance. To 

understand this, we check some queries and find that some clicked URLs are 

homepages of websites. For example, http://www.bmw.com/ is the homepage of 

BMW inc. These homepages usually contain few text and some images, hyperlinks 

and javascripts, which are not indexed by the retrieval system. Commercial search 

engines would emphasize the title of a page or promote a website’s homepage with 

better score. However, after query expansion is applied, pages with more relevant 

terms and phrases, such as a page introducing BMW inc., will be ranked higher than 

the homepage. This is interesting, as it suggests that the commonly used query 

expansion may not be useful for navigations queries, although they might be useful 

for informational queries. 

Fortunately, homepages of high quality websites are usually bookmarked in social 

bookmarking services and annotated with many relevant tags. For example, the 

homepage of BMW inc. is bookmarked 258 times in delicious.com, and the relevant 

terms as tags. For example, “bmw”, “cars” and “auto” are used 84, 76 and 37 times, 

respectively. The pages related to BMW inc. are bookmarked less times and 

annotated with less tags than the homepage. These tags can be used to expand the 

homepage of BMW inc. and promote its ranking. On the other hand, because tags are 

usually used to help users re-find their bookmarks, popular tags for a page are likely 

to be used by web search engine users to finding the same page.   

6   Conclusion 

This paper try to tell whether social tagging can improve the search quality or not. 

The real world search log data, MSN Searchlog 2006 and dataset collected by using 

Yahoo! API, are used in this work. We applied document expansion and re-ranking 
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  with tagging information to help retrieval. However, these approaches have some 

limitations, for example, URLs that are relevant but not stored in delicious.com 

cannot be benefitted. Even though, in MSN Searchlog 2006 data, document expansion 

adds tags into web pages during indexing time, and it gives 18.2% and 19.6% 

improvements for each query and session on average. Reranking uses tagging 

information to re-rank the documents after the retrieval results for a query are 

returned, and it gains 16.1% and 17.5% improvements for each query and each 

session respectively. Combining these two methods, the improvements of average 

nDCG jump to 44.7% for queries and 53.4% for sessions. More than 25% of queries 

and 45% of query sessions are improved. Besides, our hybrid approach (combining 

document expansion and re-ranking) also provides significant improvements (>10%) 

on Yahoo dataset. These experimental results are statistically significant and are 

strong evidences for us to conclude that social tagging can improve search quality. 
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Abstract.  Blogs provide the users on the web with a new social channel to 

share their information and thoughts about all aspects of life, enriching the web 

with a promising valuable source of knowledge. However, because of the very 

diverse topics found in millions of blogs, blog search engines face a serious 

challenge in finding and retrieving articles or posts that are really relevant to 

what users search for. To help addressing this problem, an intelligent approach 

to blog post search based on the concept of ‘tag clouds’ as well as on many 

open source libraries, has been proposed, designed and evaluated. Evaluation 

results are very encouraging as many performance measures, such as precision 

and recall, indicate a significant improvement in retrieving relevant blog 

articles with the assistance of the proposed intelligent framework.      

Keywords: Attribute Selection, Blogs, Classification, SVM, Tag Clouds. 

1

Introduction 

1.1

Overview of the ‘Blogosphere’ 

   Web logs, or blogs, are one of the recent web 2.0 outcomes. Over the past few 

years, blog websites, collectively known as the ‘blogosphere,’ have evolved from 

simple personal web pages to professional sources for various types of information, 

including politics, economics, sports, technology, engineering, statistics and every 

other field of human activity. Companies and organizations have created a rich 

diversity of information delivery blogs which many see as a means to bypass the 

traditional media, such as radio, television and newspapers [8]. Blog writers, or 

‘bloggers’, can easily create, manage, and maintain posts in their blogs at zero to very 

low cost by using free software tools. Access to blogs is generally free to all web 

users, allowing them to read blog posts created by bloggers and write their comments 

and reviews, adding an extra wealth of information sharing and knowledge 

acquisition opportunities. 
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  1.2

The need for ‘Intelligent’ Blog Search 

   Blog search engines, such as Technorati [18] and Blogdigger [4], provide Abstract 

Programming Interfaces (APIs) to web developers, allowing them to integrate blog 

search into their web applications. With the help of these APIs, web users can now 

search the blogosphere using either search keywords that exist in the text of the blog 

posts, or using tags, which are words or small phrases that are attached to blog posts 

that may be considered relevant to these tags. Tags could be attached either by 

domain experts such as bloggers themselves or professional editors, by blog readers, 

or even by automated algorithms created by text analysts and data miners. 

 

However, recent studies suggest that blog search has not yet reached its full potential 

and more could be done to accommodate the task of finding good blog articles to 

read, especially with respect to matching a desired topic [10]. Moreover, the fact that 

most blogs are not well-connected or even completely unconnected because bloggers 

may write on a variety of subjects [11] makes searching the blogosphere for posts 

relevant to a specific topic harder and even less efficient than the general web search. 

Blog readers find it extremely difficult to find articles related to what they seek either 

by simply using their search keywords as they usually do at general search engines 

such as Google, or by clicking the tags associated with different blog posts that the 

blog search engine usually provides as a way to simplify search. As a simple example 

to illustrate this search inefficiency, out of 248 blog posts that we retrieved by the 

Technorati API using search keywords directly related to programming languages, 

such as ‘java servlet JSP’, and ‘perl python PHP Ruby’, only 129 posts (52%) could 

be classified as relevant to programming languages after inspection. The relevance 

rate was even less (37%) when we used the tag search instead. 

 

This work is motivated by the need to add ‘intelligence’ to blog search, so that blog 

readers can find their desired articles efficiently. To achieve this, we aim to build a 

web mining predictive model that automatically classifies the collection of blog posts 

retrieved to a user by a blog search engine as a result of a search transaction and 

scores them to return only the relevant subset of posts that will most likely satisfy the 

user’s needs and expectations from his search. Contributions toward creating this 

predictive model could be summarized as follows: 

1. The development of a Java-based text analysis framework based on Apache 

Lucene [3] to prepare the data set that is required to train the classification model. 

2. The creation of a Tag Cloud representation to the training data set to improve and 

speed up its classification process.  

3. The use of new Support Vector Machines (SVM) classifiers implemented by the 

LibLinear [9] and LibSVM [6] classification libraries. 

4. The assessment of the classification with and without attribute subset selection. 

 

The rest of this paper is organized as follows: The intelligent search framework of this 

work is described in section 2. The creation and classification processes of the 

training data set used to build the predictive model are described in section 3. Our 
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  blog post SVM classifier is described in section 4. Experimental results are discussed 

in section 5. Finally, our conclusions are drawn in section 6.   

2

A Blog Post Intelligent Search Process: An Overview   

    Within a specialized website, registered users have a high tendency to look for 

articles that are relevant to the domain of this website. For example, users that register 

in a social networking website for computer programmers are more likely to be 

interested in reading posts about ‘programming languages’, ‘software development’, 

‘code testing’, or even a specific language related to their working domain, such as 

‘java’ or ‘C++’. The designer of this website can easily expect such search keywords 

and represent them in the site as readily available ‘tags’, which are no more than 

hyperlinks that can be simply clicked by the users to retrieve a list of articles from the 

blogosphere relevant to the clicked ‘tag’. Fig. 1 shows a ‘tag cloud, which is a cloud-

like collection of tags appearing in different sizes, where tags that are more important 

(e.g more frequently clicked by users) are depicted in larger sizes than the other less 

important ones. It is obvious that the tags in Fig. 1 are very relevant to a web 

community interested in holidays travel and tourism. 

 

Fig. 1. A tag cloud at Flickr.com appropriate for users interested in tourism  

In order to achieve a significant improvement to the relevance of the blog articles that 

are retrieved in this way, we propose the following intelligent search process. First, a 

domain expert prepares the targeted tags, use them to create the learning data sets, and 
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  use these data sets to train and build the predictive model. Second, the targeted tags 

are published to the users in a cloud, where each tag is assigned a font size based on 

its relative importance. Third, a user clicks on a tag of interest in the cloud to retrieve 

a relevant list of blog posts from a blog search engine (e.g Technorati). Fourth, the 

retrieved posts are analyzed and classified by the predictive model. Finally, only the 

posts that are scored as ‘relevant’ by the model are sent back to the user. Obviously, 

steps three to five happen most frequently as users log in to the site and click on the 

tags of interest. Step one occurs occasionally as new relevant tags become required 

and retraining the model with new learning data becomes necessary to reinforce its 

performance. Step two can be easily managed by a program that reads the tag clicking 

statistics generated by web log analysis software such as Analog [2]. The flow chart 

in Fig. 2 illustrates the blog post intelligent search process. 

 

Fig. 2. The flow of the proposed blog post intelligent search process  

3

 Creating the Learning Data Set

   In predictive data mining, the adage “garbage in, garbage out” is very applicable 

[12]. It is well known that the performance of a predictive model will depend largely 

on the ‘health’ and ‘cleanness’ of the data set that is used to train the model. If the 

blog posts that are used to build the model are not well analyzed and classified, we are 

less likely to achieve a model that can accurately score new posts and send back only 

56


___









  the relevant ones to the user. Building a data set from a textual collection of articles to 

train a classifier normally consists of two main parts:  

The first part is analyzing the unstructured content of the collection, which is a 

special data transformation technique in which each article is converted to a bag 

of words [7] by extracting the important terms, synonyms, and phrases from the 

article, stemming the terms to their original linguistic roots, and computing a 

numerical  weight to each stemmed term. The result is a term weight vector 

representation for each article, and the transformed data set is usually called a 

term-document matrix.  

The second part is classifying each article in the collection to either relevant or 

irrelevant to the tag that the user clicks to retrieve the articles.  Because it is a 

supervised learning process, we need to add a column, called the target attribute 

[12], to the term-document matrix to store a nominal value that represents 

whether each article is relevant or irrelevant. We can use Binary {1, 0} or 

Boolean {‘true’, ‘false’} representation to the target attribute. 

 

For the analysis part of the data set building process, we customize a Java-based 

framework that leverages a couple of open – source APIs: 

x A Technorati Search API is used to retrieve a collection of blog posts containing 

specified keywords of interest that are input by a domain expert. 

x An Apache Lucene API is used to transform the retrieved collection of blog posts 

into a term-document matrix. Each vector in the matrix represents a blog post and 

the elements of this vector are the numerical weights of the extracted terms of the 

whole blog collection with respect to the article that this vector represents. 

  

Next, and for the classification part of the data set building process, a tag cloud 

generator API [1] is used to transform each term weight vector in the term-document 

matrix into a tag cloud representation and then all the resulted tag clouds are 

visualized in a regular web page. In this way, the domain expert who made the query 

search can easily and quickly inspect each tag cloud and then accurately determine – 

based on the sizes of the tags in the cloud – whether the blog post that the inspected 

cloud represents is relevant or irrelevant to the query that he used to trigger the 

search. The whole process of building the learning data set is described in Fig. 3. 

3.1

Searching the Blogosphere for Relevant Posts 

   Technorati [18] is a popular blog search engine that provides an API that enables 

web developers to integrate many blog-related activities into their applications. Using 

the API provided by Technorati, it is possible to search for blog posts using three 

different methods: using keywords that are found in the content, using tags that are 

associated to posts by users, or search for posts that are linked to a particular URL. 

Moreover, the API allows developers to retrieve a list of the most popular N






  Fig. 3. A framework to create and classify a Learning Data Set for Intelligent Blog Search 

Searching the blogosphere using the Technorati API involves four main steps: 

1. Writing a query string and setting the search parameters: For each search process, 

the query string can be one of the tags that will be published in the website for the 

users to click. The search parameters involve selecting the preferred search 

method, the output format, the search language, and the number of posts to be 

returned. Two Java classes are responsible for processing this step: 

TechnoratiBlogSearcher, and TechnoratiSearchBlogQueryParameter. 

2. Translating the query string to Technorati-understandable format and send it to 

Technorati search engine: The TechnoratiBlogSearcher class processes this 

step. 

3. Receiving the XML response containing the search result. The 

TechnoratiResponseHandler class processes this step.  

4. Extracting the important content of the retrieved blog posts, such as the title, name, 

and excerpt of each retrieved blog post, merging the extracted content, and sending 

it to the text analyzer. The TechnoratiResponseHandler class processes this 

step. Fig. 4 illustrates the four steps of the searching process. 
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  Fig. 4. The process of searching the blogosphere with the Technorati API 

3.2

Analyzing the Retrieved Posts 

   Our text analyzer is built over Apache Lucene [3]. Lucene is an open-source Java-

based search engine. It provides a number of classes that can be used to build a 

customized text analysis tool. In order to transform the retrieved blog posts into a 

term-document matrix, our text analyzer performs the following four main activities: 

x Term extraction: the process of parsing the unstructured content to generate 

individual terms. Each term may be a single word, a small phrase, or a synonym. 

The domain expert has to feed the analyzer with a list of considerable phrases and 

synonyms so it can detect them during the parsing process. 

x Unimportant word removal: the process of removing terms that are irrelevant with 

respect to the main subject of the tag used to retrieve the blog posts [7]. These may 

occur very frequently in the whole retrieved content, such as determiners (a, an, 

the, this, that, her, his, its, my, our … etc), conjunctions (for, and, nor, but, after, 

although … etc), and prepositions (on, beneath, over, of … etc). These have also to 

be fed to the analyzer by the domain expert.  

x Stemming: the process of reducing the remaining terms to their linguistic root form 

by removing common prefixes and suffixes [7]. For example, the words 

programming, programmers, and programs share the root program, and so can be 

treated as different occurrences of the same term. This has the advantage of 

reducing the total number of attributes (columns) in the term-document matrix and 

assigning more realistic weights to the terms in the matrix.  

x Term weight calculation: the process of calculating a numerical magnitude for each 

term in each blog post, generating the term weight vector that represents the post. 

Because the magnitude of a term in a post reflects how significant this term in this 

post is, it is called the weight of that term in that post. This term weighting takes 

into account the frequency of appearance of the term in the post, as well as the total 

frequency of appearance of this term in the whole retrieved posts. 

  

In this context, the popular Term Frequency - Inverse Document Frequency (tf-idf) 

weighting scheme [15] is used to calculate the term weight  xy as follows: 

���

 

Where: 

 is the normalized frequency of term x in the blog post y, 

               is the total number of retrieved blog posts,  

             

 is the frequency of term x in the whole retrieved posts. 
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  Terms’ frequencies need to be normalized – compressed to a smaller scale of values – 

to avoid having one term frequency overly impact the predictive model simply 

because it contains larger values than other terms’ frequencies [12]. To normalize 

frequencies, we use the following equation: 

 

Where: 

 is the frequency of term x in the blog post y,  

             

is the frequency of each term in the blog post y. 

3.3

Building the Tag Cloud Representation 

   As previously mentioned, to improve the accuracy and speed of the classification of 

the training blog data set by the domain expert, a tag cloud generator API is 

implemented to create a tag cloud from each term weight vector in the term-document 

matrix. The first component of our tag cloud generator API is a tag font-size classifier 

that divides the available term weights into a number of ranges of values and then 

allocates a specific font size to each term weight range. The larger the values in the 

term weight range, the larger the allocated font size is. Therefore, each term in the 

cloud appears in a size that reflects its relative importance in the blog post. The 

second component of the API is an HTML generator that allows the domain expert to 

visualize all the generated tag clouds, separated by a blog post identifier, in a regular 

web page. After classification, each vector in the matrix will contain an additional 

element, the target attribute element, that stores a binary value {1, 0} indicating the 

relevance or irrelevance of the associated blog post to the topic of interest.   

4

Building the Blog Post Classifier 

4.1

Using the SVM classifiers in Liblinear and LibSVM 

   Liblinear [9] is an open source library for large linear classification. Many studies, 

such as [13] and [16], conclude that the classifiers in Liblinear perform well in 

practice and have good theoretical properties. The library supports two popular binary 

classifiers: Logistic Regression (LR) and Support Vector Machines (SVM) [5]. Given 

a set of training vectors xi � Rn, i = 1, …, l, in two classes, and a target vector y � Rl 

such that yi � {1, 0}, both classifiers solve the following unconstrained optimization 

problem: 

���

 

where: C is a positive penalty parameter, 

            [(w; xi, yi) is a loss function [9]. 
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  The library implements two types of SVM based on the loss function used. For the 

first SVM type, L1-SVM, the loss function is max(1 – yiwTxi , 0). For the second SVM 

type, L2-SVM, the loss function is max(1 – yiwTxi , 0)2. For LR, the loss function is 

log(1 + 

), which is derived from a probabilistic model. Testing accuracy 

comparisons described in [9] between these three classifiers and two other SVM 

implementations suggest that the L2-SVM classifier implemented in Liblinear is the 

most efficient to use with data sets having a very large number of attributes such as 

our term-document matrix. Because of this, we chose to try L2-SVM to build our 

predictive model. 

 

The same SVM classifier is implemented in another more popular open source 

library, LibSVM [6]. The main difference here is that LibSVM allows us to choose a 

non-linear kernel function for the SVM classifier, such as a polynomial, sigmoid, and 

radial basis function (RBF) kernel. According to [14], the RBF kernel is a reasonable 

first choice for three reasons: the RBF kernel can handle the case when the relation 

between classes and attributes is nonlinear, it has less hyper parameters than the 

polynomial  kernel, and it has less numerical difficulties. Because of this, we also 

chose to try the RBF-based SVM in LibSVM and compare its results with those of 

L2-SVM in Liblinear.  

4.2

Performance Improvement with Attribute Selection 

In many cases, especially in mining unstructured content such as blog articles, there 

are too many attributes in the training data sets for the classifiers to handle, and even 

the majority of these attributes are clearly irrelevant or redundant [19]. Although 

some predictive models, such as Decision Trees, try to select appropriate attributes 

and ignore irrelevant ones as part of the model building process, their performance 

can be further improved by manually performing the attribute selection process on the 

original data set before using it to train and build the model.  

 

Attribute selection is a supervised data mining process that ranks the predictor 

attributes in a training data set according to their significance in predicting a target 

attribute. This is a useful preprocessing step in classification model building, 

especially for models that use Naïve Bayes or Support Vector Machines [17]. We 

study the effects of reducing the dimensionality of our term-document matrix through 

attribute selection before using it to build the model and compare the results with 

building the model with the original matrix. 
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  5

Results

   In our experiment, we aim to improve retrieving blog posts that are strongly 

relevant to programming languages. This can be very valuable in a social networking 

website dedicated to programmers and software developers, where a tag named 

“programming languages” may be used by members to trigger the search. 

 

The first part in evaluating the blog intelligent search framework was to create and 

classify the learning data set from a collection of retrieved blog posts. Six query 

strings were used to retrieve the collection: ‘programming languages’, ‘java servlets 

jsp’, ‘classes objects’, ‘perl python php’, ‘visual basic asp .net’, and ‘polymorphism 

inheritance’. 248 blog posts were retrieved and transformed to a term-document 

matrix using the Java-based framework introduced in section 3. Fig. 5 shows four of 

the generated tag clouds for the retrieved posts. A domain expert, such as a 

programmer, can accurately and easily classify each blog article to either relevant or 

irrelevant to the programming languages domain through a quick inspection of its tag 

cloud representation. 129 posts (52%) were classified as relevant to the target subject. 

 

Fig. 5. Tag Clouds for Blog Posts classified as (a) relevant, and (b) irrelevant to   

‘programming languages’ 

 

The second part in the evaluation process was to train and build a number of 

predictive models using our classified learning matrix created in the first part. 

Because the total number of posts in our learning data set is relatively small, we used 

10-fold cross validation to evaluate the performance of classification.   

 

Table 1 shows the evaluation results for building and testing four predictive models. 

Two models were built using the RBF-based SVM classifier implemented in 

LibSVM: the first model, C-SVC, was trained using the original learning matrix, 

which contains 3417 attributes, whereas the second one, C-SVC + AT, was trained 

using a reduced learning matrix (42 attributes) by applying attribute selection on the 

original matrix before training. Results show that there is a good improvement in 

recall with the use of attribute selection. Recall measures the ability of the model to 

retrieve a good rate of relevant posts from the total original relevant posts available. 

Precision of the C-SVC without attribute selection is slightly better, but both give 
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  good precision values (> 85%). Precision measures the rate of really relevant posts 

from the total posts that the model has claimed to be relevant. A popular measure that 

represents an overall look to both the precision and recall is the F-Measure [19]. This 

is slightly better with the use of attribute selection. 

Table 1. Evaluation Results for the Predictive Classification Models 

 

The other two models were built using the L2-SVM classifier implemented in 

Liblinear. The first model was trained using the original learning matrix, whereas the 

second one, L2 SVM + AT, was trained using the reduced learning matrix in the same 

way done with the C-SVC + AT model. Clearly, L2-SVM without attribute selection 

outperforms all the other three models in many evaluation measures: the number of 

correctly classified posts, the recall, the F-Measure, the success rate, the Mean 

Absolute Error (MAE), and the Root Mean Squared Error (RMSE). The precision of 

L2 SVM is almost equal to that of C-SVC. An interesting observation is that the use 

of attribute selection has slightly disproved the L2-SVM classifier. This should be 

reinvestigated carefully in further experiments.           

6

Conclusion

   In spite of the so many available blog search engines on the web, a little attention 

has been paid on how much the blog posts that these search engines retrieve are truly 

relevant to what the users look for. There is a crucial need to add intelligence to the 

searching mechanisms of blog posts in order to increase their precision and recall in 

finding the posts that meet the user’s expectations. This work has proposed an 

efficient framework to analyze and prepare an appropriate data set to train and build 

many intelligent classification models that have proved a great efficiency in filtering 

the blog posts that search engines retrieve, significantly increasing the relevance rate 

in the search results. Through experimenting this intelligent search proposal, a 

considerable increase in the precision of the blog post retrieval from 52% to 87% has 

been achieved. The study found that the Support Vector Machine (SVM) algorithms 
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  implemented in Liblinear and LibSVM are a very good choice in building such 

intelligent searchers for relevant blog articles. Moreover, the study found a good 

increase in the SVM performance of the LibSVM library, especially in the recall 

measure, when applying dimensionality reduction on the training data set through 

attribute selection. Finally, the effect of attribute selection on the performance of the 

L2-SVM algorithm implemented in Liblinear needs more study in further 

experimentations.  
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Abstract. Social tagging systems are currently emerging on the Web2.0. The 

users in the systems are setting up lightweight structured data called folksonomy. 

Appropriate approach for analyzing tagged data and discovering hidden 

knowledge from them still remains one of the main problems on the 

folksonomy mining research. In order to discover useful knowledge in the 

folksonomy, we have proposed a data analysis method for Conceptual 

Knowledge Discovery in Folksonomy (CKDF) based on FCA (Formal Concept 

Analysis). The CKDF can not only analyze the various aspects of folksonomy, 

but also discovers conceptual structure among users, tags and resources. In this 

paper, we introduce the CKDF with an example for discovering candidates for 

members of user community, and developed Folksonomy Analyzer that 

supports the CKDF’s features. We demonstrate how Folksonomy Analyzer can 

be applied to folksonomy-based systems, and present an example for discovery 

user communities on an existing social bookmarking system such as Del.icio.us. 

Keywords: Folksonomy Data Mining, Formal Concept Analysis, Collaborative 

tagging, Conceptual Knowledge Discovery. 

1   Introduction 

Social tagging systems such as Flickr1, YouTube2, Bibsonomy3 and Del.icio.us4 are 

currently emerging on the Web2.0. These systems enable users to add freely chosen 

keywords or tags to resources, such as web pages, images, videos, without relying on 

a controlled vocabulary. In the social tagging systems, tags are not only used to 

enable the organization of information within a personal information space, but are 

also shared, thus allowing the browsing and searching of resources assigned tags by 

other users. The result of this collaborative tagging activity in the systems is given a 

user-generated classification called folksonomy which describe assigning tags to 

                                                           

1 http://www.flickr.com 

2 http://www.youtube.com 

3 http://www.bibsonomy.org 

4 http://delicious.com 
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  resources by users. The tagged data stored in the folksonomy include a lot of very 

useful information and knowledge [1]. 

Folksonomy mining is a branch of web mining to discover useful knowledge and 

patterns from the folksonomy. There are many studies already emerging in the 

folksonomy mining:   

 

•  Mika [2] proposed a model based on three dimensions (i.e., actor, concept and 

instance) and studied constructing two lightweight ontologies using folksonomy 

data on del.icio.us system; one is the actor-concept (user-tag) ontology and the 

other is the concept-instance (tag-resource) ontology. 

•  Hamasaki et al., [3] integrated the Mika’s model with another kind of social 

network which represents a relation between actors (i.e., knows-relation). 

•  Hotho et al., [4] and Jäschke et al., [5] presented a triadic model of folksonomy 

using a triadic context model of Formal Concept Analysis (FCA) [8,9]. In [4], 

authors proposed a method for mining association rules on projected folksonomy 

which is converted the three-dimensional folksonomy into two-dimensional 

structure. The research [5] studied mining frequent tri-concepts (that are 

composed of triple elements such as users, tags and resources) for discovering 

the subsets of users sharing the same conceptualizations on the same resources.   

•  Hwang et al., [6] presented an approach for applying hierarchical classes analysis 

to triadic data for extracting and discovering useful information from 

folksonomies.  

 

In contrast to other folksonomy mining studies, the CKDF (FCA-based Conceptual 

Knowledge Discovery in Folksonomies) [7] allows to analyze the various aspects of 

folksonomies with reflecting viewpoints of users. The CKDF have to transform the 

folksonomy into three dyadic contexts which represent users’ interest, tags’ usage and 

interpretation of resources before discovering conceptual knowledge. The dyadic 

contexts are constructed by a user’s decision that indicates user’s knowledge in 

specific domain. Although the CKDF has been proposed, it is hard to manually 

analyze huge amounts of Folksonomy data without appropriate tools. Therefore, we 

need some tools for supporting the CKDF. 

In this paper, we introduce basic notions of FCA (Formal Concept Analysis) and 

Folksonomy, and develop the Folksonomy Analyzer for supporting the CKDF. 

Moreover, in order to show usefulness and potentiality of our tool (Folksonomy 

Analyzer), we present an example for discovering user communities with folksonomy 

data extracted from folksonomy-based applications. The rest of the paper is organized 

as follows: in section 2, we introduce some basic notions of the Formal Concept 

Analysis and the folksonomy. The CKDF and its supporting tool, Folksonomy 

Analyzer, are described in section 3. In section 4, we present how to discover the user 

communities based on common interest as an example of our tool. Lastly, we 

conclude the paper with a summary and explain our future directions of our research 

in section 5. 
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  2   FCA and Folksonomy Foundations 

In this section, we explain some basic notions for understanding the formal concept 

analysis and the folksonomy.  

2.1   Formal Concept Analysis  

FCA [8] is a data analysis methodology based on the order lattice theory. FCA defines 

formal context to represent relationships between objects and attributes in a domain. 

The objects and attributes are grouped into concepts, and then a conceptual hierarchy 

of the concepts can be constructed. 

A formal context is a triple K:=(G,M,I), where G is a set of objects and M is a set 

of attributes, and I G M is a binary relation between G and M. A relation (g,m) 

I 

means that object g G has attribute m . Table 1 shows an example of a formal 

context that is composed of objects G={O1,O2,O3,O4}, attributes M={a,b,c,d} and 

the binary relation I is represented as “ ” in the cross table. For example, object “O2” 

has attributes “b” and “c”. 

Table 1.  Formal context 

  a b c d 

O1 

 

 

 

 

O2  

 

O3 

 

 

 

O4    

 

 

 

Fig. 1. Concept lattice for table 1 

Let K:=(G,M,I) be a formal context. A formal concept is a pair (X,Y) with X G is 

called extension and Y M is called intension, and (X=extent(Y)) 

(Y=intent(X)), 

where  intent(X):={m M |  � X : (g,m) I} and extent(Y):={g G |  � Y : (g, 

m) I }. B(K):={(X,Y) 2G 2M | extent(Y)=X 

intent(X)=Y} denotes the set of all 

concepts of a formal context K. For example, intension of {O1,O3} is {a} and 

extension of {a} is {O1,O3}, therefore, a pair ({O1,O3}, {a}) is a formal concept. For 

a Formal Context K:=(G,M,I) and two concepts C1=(X1,Y1) and C2=(X2,Y2) B(K) 

the superconcept and subconcept order relation is given by: (X1,Y1) 

(X2,X2) 

X1 

X2 (

Y1  Y2). 
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  Concept lattice L := (B(K), ) can be obtained by all formal concepts B(K) of a 

context K with the partial order  . Its graphical representation is line (or Hasse) 

diagram. Fig. 1 shows the concept lattice for the context of the table 1. Each circle 

denotes concept. The upper labels and lower labels of the circles represent intents and 

extents of the concepts, respectively. 

2.2   Folksonomy 

The word “folksonomy” was first used by Thomas Vander Wal as a fusion of the 

terms “folk (users)” and “taxonomy” to describe the assignments of tags to resources 

by users. A folksonomy is a user-generated classification which is built by a broad 

community or people in order to categorize various resources by collaborative tagging 

activity [1]. We introduce the formal definition of folksonomy [4] as follows: 

 

Definition 1 ([3]). A folksonomy is a tuple  := ( , , , ), where  ,   and   are finite 

sets of users, tags and resources, respectively, and 

 defines relations (tag 

assignments) between these sets. 

 

 

Fig. 2. An example of the folksonomy 

 

Fig. 3. Folksonomy-based web applications 

A folksonomy basically describes users, resources, tags, and the assignments of 

tags to resources by users. Fig. 2 shows an example of the folksonomy that is 

composed of users  ={U1,U2,U3,U4}, tags  ={a,b,c,d,e}, resources 
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  ={R1,R2,R3,R4} and the relation   is represented as “link” between them. For 

instance, resource {R2} can be categorized with tags {c,d} by users {U1,U2,U3,U4}, 

and these users share the resource {R2} under the tags {c,d} that imply the users 

“U1”, “U2”, “U3” and “U4” can access the resource “R2” with the same tags “c” and 

“d”. 

Fig. 3 shows some folksonomy-based web applications such as Flickr, YouTube, 

Bibsonomy and Del.icio.us. Flickr is a photo sharing system that enables users to 

store and build their photo collection by tagging activity (a). YouTube allows 

photographers to assign tags to videos in order to raise the efficiency of retrieval (b). 

Bibsonomy, a social bookmarking platform, helps users organizing bookmarks and 

publications (c). Del.icio.us is a social bookmarking service that allows users to tag, 

manage and share web pages (d). They employ the folksonomy as their core data 

structure that stores the results of collaborative tagging activity in the systems. 

3   CKDF and Folksonomy Analyzer 

In this section, we describe the FCA-based methodology for Conceptual Knowledge 

Discovery in Folksonomy (CKDF), and explain our tool, Folksonomy Analyzer, to 

support the CKDF. 

3.1      FCA-based Conceptual Knowledge Discovery in Folksonomy 

We have proposed a FCA-based methodology for Discovering Conceptual 

Knowledge in Folksonomy (CKDF) [7]. The CKDF is composed of the 6 types 

depending on user’s input and decisions (Table 2). In CKDF, based on FCA, the 

folksonomy data are analyzed, and then some useful conceptual knowledge are 

discovered. The CKDF process is as follows (we explain it using type 1 of table 2): 

Table 2.    The types of CKDF 

End user’s 

Type Input

Intermediate 

Results

Output Applications 

Decision 

- CUC := (U






   

Fig. 4. An example of CKDF process 

Step 1. Building formal context for a given seed 

Given a set of users or tags or resources for a seed, a formal context is built. The 

formal context is composed of other two elements related with the seed from 

folksonomy data. Fig. 4 shows process to discover candidates for the user 

community members who share common interest shown as type 1 process in the 

table 2. In social tagging systems, users tend to use descriptive tags to annotate the 

resources that they are interested in. Given folksonomy  :=( , , , ), an interest 

of a user is a tuple (r, t), where (u, t, r)    . A user u’s interest set is a set of the 

user’s interest, {(r, t) | (u, t, r)   } and common interest set of a group of arbitrary 

users is an interest set shared by the all members of the group. 

For example, if we select users U={U2,U3}, a formal context CIC{U2,U3}:=(R,T,I) 

can be constructed from the folksonomy data. The formal context CIC{U2,U3} called 

common interest context of users group U, shows which the members of the group 

share common interest of the group. The interest context CIC{U2,U3} is composed of 

resources R={R2,R3,R4}, tags T={c,d,e} and relations I={(R2,c), (R2,d), (R3,d), 

(R3,e), (R4,c), (R4,d)} that represents common interest set. 

Step 2. Applying FCA 

The formal concepts are extracted by applying FCA to the context made in step 1. 

Each concept is a cluster, which consist of objects and attributes that the objects 

have commonly. The formal concept lattice is constructed to grasp the 

subconcept/superconcept relationships between the concepts. For example, in fig. 4, 

common interest lattice CIL{U2,U3} is constructed by applying FCA to the interest 

context CIC{U2,U3}. The interest lattice CIL{U2,U3} contains four interest cluster such 

as C1=({R2,R3,R4}, {d}), C2=({R3}, {d,e}), C3=({R2,R4}, {c,d}), C4=({}, 

{c,d,e}) with the subconcept/superconcept relationships between the interest 

clusters. An interest cluster C3 has an interest set that is a set of relations between 

the resources “R2” and “R4” and the tags “c” and “d”. 
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  Step 3. Building formal context for a selected concept 

In order to investigate or query more information, we can select a concept in the 

concept lattice, and choose extension or intention of the selected concept for a seed. 

Similar with step 1, a formal context is constructed based on the selected data. For 

instance, if we are interested in the concept C3 and select its intention (that is, tags 

“c” and “d”), we can build a context table CUC{c,d}:=(U,R,I), that is called common 

usage context, represents what users and resources are related on the annotating 

with tags “c” and “d”. The context CUC{c,d} is composed of users 

U={U1,U2,U3,U4}, resources R={R2,R3,R4} and relations I={(U1,R2), (U1,R3), 

(U2,R2), (U2,R3), (U2,R4), (U3,R2), (U3,R4), (U4,R2), (U4,R3), (U4,R4)}. That 

is, the users “U1”, “U2”, “U3” and “U4” have common interest that is relations 

between the resources {R2,R3,R4} and the tags {c,d}. 

Step 4. Apply FCA and Extracting Knowledge 

By using the formal context created in step 3, we can build a concept lattice that 

includes hidden useful knowledge such as conceptual structure among users, tags 

and resources. For example, the common usage lattice CUL{c,d} contains 4 

concepts: G1=({U1,U2,U3,U4}, {R2}), G2=({U2,U3,U4}, {R2,R4}), 

G3=({U1,U2,U4}, {R2,R3}), G4=({U2,U4}, {R2,R3,R4}). The concept G2 

represents the users “U2”, “U3” and “U4” share common interest that is relations 

between the resources {R2,R4} the tags {c,d}. From the seed data (i.e., users “U2” 

and “U3”), we can find out new user “U4” who shares common interest with “U2” 

and “U3”. 

3.2   Folksonomy Analyzer  

 

Fig. 5. Architecture of Folksonomy Analyzer 

Fig. 5 shows the architecture of the Folksonomy Analyzer that is composed of two 

main modules, UI Module and Processing Module, and a Folksonomy data crawler. 

UI Modules provide some functionality to support user interactions (e.g., managing 

files, selecting seed, and folksonomy data navigation) with some views: 

 

Control View: 

Control View is composed of Crawling Wizard and Navigator. Crawling Wizard 

allows user to collect the folksonomy data from various tagging systems and conv- 
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Fig. 6. Screenshot of Folksonomy Analyzer 

ert the folksonomy data into a file that includes encoded folksonomy data and its 

associated context. Navigator manages the files, like window file system (Fig. 6 

(a)). 

FCA View: 

FCA View has four sub-views such as Context View, Concept List View, Concept 

Tree View and Concept Lattice View. Context View provides context viewing and 

editing function similar with MS Excel (Fig. 6 (b)). Concept List View and 

Concept Tree View show all formal concepts for the formal context (Fig. 6 (c)). 

Lastly, Concept Lattice View presents the concept lattice graphically by using 

ConExp API [10] (Fig. 6 (d)). Concept List View and Concept Lattice View allow 

user to select extension or intention of a concept for a seed. 

Folksonomy View: 

Folksonomy View includes dynamic views such as User View then Tag View and 

Resource View in order to navigate folksonomy data (i.e., users, tags and 

resources). If we select a user in User View, Tag View and Resource View shows 

tags and resources related with the user, respectively (Fig. 6 (e)). 

 

Processing Modules have four modules to handle formal context, formal concept, 

concept lattice and folksonomy: 

 

Folksonomy Module: 

The Resource Description Framework (RDF) [11] is a framework for representing 

information in the Web. The data structure of RDF is a collection of triples, each 

consisting of a subject, a predicate (also called a property) and an object. By using 

a simple mapping a folksonomy into RDF triples, we define a folksonomy triple 

that consists of a user, a tag and a resource. A folksonomy data structure is a 

collection of the folksonomy triples. Folksonomy Module handles folksonomy data 

structure by using Jena API [12]. Jena API is a java framework for supporting RDF. 

It includes SPARQL [13] query engine to search RDF triple. 

Formal Context Module: 

Formal Context Module handle formal context that is built in Crawling Wizard. It 

provides to export the formal context into CSV file format. 
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  Formal Concept Module: 

Formal Concept Module provides intent and extent functions as described in 

section 2.1 for extracting all formal concepts from the formal context. 

Concept Lattice Module: 

Concept Lattice Module constructs a concept lattice by a way of extracting the 

subconcept/superconcept relations between the formal concepts which are handled 

in Formal Concept Module. 

 

Folksonomy data crawler provides functionality to collect tag assignments from some 

folksonomy-based web applications. Folksonomy Analyzer is an Eclipse’s Rich 

Client Platform application that is based on Eclipse plug-in architecture [14]. We can 

easily adapt Folksonomy data crawler for supporting more other Folksonomy-based 

web applications. 

4      Example for discovery user communities 

Social tagging systems such as Flickr, Bibsonomy, YouTube and Del.icio.us provide 

social network service that focuses on building online communities of users who 

share information and contents, such as bookmarks, publications, photos and videos, 

with other users in the systems. In Del.icio.us, using network service, a user can 

aggregate the other Del.icio.us users to make his/her social network. By using 

network bundle service, the members in the user’s social network can be organized 

into groups. For instance, we have built a network that has 6 members such as 

“breakerbay”, “nimilicious”, “eastkim”, “ironyjk”, “kwangsub.kim” and “nrzbah”. 

Among them, two users “nimilicious” and “breakerbay” in the network have been 

grouped into a network bundle called “semanticweb”, manually. 

However, although most systems provide services to build social network, a user 

spends a lot of time to manually find out other person who share common interest. 

Thus, we need additional services to investigate users who share specific interest with 

arbitrary users or me. The CKDF with Folksonomy Analyzer can support the social 

network service for detecting users who are interested in common things (e.g., 

contents, tags and tagging). 

In order to show usefulness and potentiality of Folksonomy Analyzer, we explain 

how Folksonomy Analyzer is applied on Del.icio.us system. In this application, we 

find out users who share the common interest with the given users and they can be 

members of the user community with the common interest by applying the type 1 

process of table 2. The process and results—on applying our tool to del.icio.us—are 

described as follows: 

Step 1. Building common interest context for the given users “nimilicious” and 

“breakerbay” 

The given users “nimilicious” and “breakerbay” had 1,391 bookmarks and 1,497 

bookmarks, respectively. Table 3 shows the common interest context for the users 

“nimilicious” and “breakerbay” who are members of “semanticweb” network 

bundle. The common interest context is composed of 51 resources, 64 tags and a 

set of relations between them. 
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  Table 3.    Common Interest Context CIC{nimilicious, breakerbay}   
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Fig. 7. Common Interest Lattice CIL{nimilicious, breakerbay} for table 3 and interest cluster C1 

Table 4.    Common Usage Context CUC{rdf,semanticweb} based on interest cluster C1 
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Fig. 8. The candidates for members of the “semanticweb” user community 
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  Step 2. Constructing common interest lattice for the common interest context of step1 

We constructed common interest lattice which contains 72 interest clusters. And 

then we selected interest cluster C1 in order to we have wanted to discover users 

who are interested in “Resource Description Framework (RDF)” and “semantic 

web” (c.f., fig. 7). 

Step 3. Building common usage context based on tags of the selected interest cluster 

C1 

By using our tool, we easily extracted the resources and users who used the given 

tags (“rdf”, “semanticweb”) of the selected interest cluster C1, commonly. Table 4 

shows the common usage context that is composed of 27 resources, 55 users and a 

set of relations between them.   

Step 4. Constructing common usage lattice and detecting candidates for members of 

the user community 

The common usage lattice shown in fig. 8 contains 22 usage clusters. Among them, 

the highlighted 16 usage clusters are candidates to construct the “semanticweb” 

user community. According to fig. 8, for example, we can construct user 

communities based on usage cluster C3 and C4. The user community of usage 

cluster C3 is composed of three users “nimilicious”, “breakerbay” and 

“cybernetics”. On the other hand, we can get another community that is composted 

of four users (“nimilicious”, “breakerbay”, “cybernetics” and “leutao”) based on 

usage cluster C4. 

 

As a result, by using type 1 of CKDF, we discovered 16 candidate clusters for the 

“semanticweb” user community based on the given users “nimilicious” and 

“breakerbay”. The candidate clusters included total 41 members who share the 

common interest with the given users. 

5   Conclusions 

Recently, the success and popularity of social tagging system have generated many 

tagged data. The tagged data are organized into folksonomies which describe 

assigning tags to resource by users. For discovering implicit knowledge, in previous 

research, we proposed an approach for Conceptual Knowledge Discovery in 

Folksonomy based on Formal Concept Analysis (CKDF). 

In this research, we illustrated the CKDF with an example for discovering clusters 

of candidates of user community members and developed Folksonomy Analyzer to 

support the CKDF. We applied Folksonomy Analyzer to an existing social 

bookmaking system, del.ici.ous. By applying type 1 of CKDF as described in section 

4, Folksonomy Analyzer discovered 16 candidate clusters with 41 members for the 

“semanticweb” user community based on the common interest of the given two users. 

For the future works, we have a plan to improve CKDF and extend Folksonomy 

Analyzer by: (1) devising a method for filtering or searching the concept lattice such a 

way as to construct partial lattice that is closely related to the users’ interest and (2) 

refining user interface of Folksonomy Analyzer for supporting users unfamiliar with 

FCA and integrating social tagging systems. We believe that the other types of the 
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  CKDF (c.f., table 2) can also be applied on various folksonomy-based web 

applications for the purpose of tag suggestion, resource collecting and multi-

dimension search and navigation of the folksonomy data. 
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Abstract. Recently, collaborative tagging systems based on folksonomy have 

grown in popularity on the web. In order to provide various useful services, 

such systems offer functionalities for grouping of each element of a 

folksonomy : users, tags, and resources. However, there has been little progress 

in establishing the necessary framework for grouping elements of a folksonomy. 

In this paper, we introduce some definitions concerned with grouped 

folksonomy that is an extended folksonomy with the concept of “group”. In 

grouped folksonomy, we can organize users, tags, and resources into groups. 

We propose a set of fundamental operations for organizing resource groups and 

illustrate an example for organizing resource groups in grouped folksonomies. 

The results of this paper can be useful to extract hidden information such as the 

user group which has common interest, the group tags having the same meaning 

and the group of resources related with the common interest. 

Keywords: Grouped folksonomy, resource grouping, folksonomy organization 

1   Introduction 

A folksonomy is a collaborative bottom-up classification approach. Most 

folksonomy-based applications allow users to freely attach one or more tags to 

various resources published on the web. Recently, collaborative tagging systems 

based on folksonomies have grown in popularity on the web. Del.icio.us1 is one of 

the famous social bookmarking system for storing, sharing, and discovering web 

bookmarks. Flickr2  is almost certainly the best online photo management and sharing 

application in the world. YouTube3  is a video sharing website where users can upload, 

view and share video clips. BibSonomy4  is a social bookmarking and publication-

sharing system. GroupMe5  is a collaborative tagging system that offers a novel user 

                                                           

1 http://delicious.com 

2 http://www.flickr.com 

3 http://www.youtube.com 

4 http://www.bibsonomy.org 

5 http://www.groupme.org 
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  interface to organize multimedia web resources by introducing the group 

dimension[6-8]. 

As collaborative tagging has become a standard way of organizing information on 

the Web, there are many needs on the folksonomy-based systems to provide some 

useful functionalities, such as identifying user interests, recommending relevant 

resources, sharing and reusing tag data, etc. Recently, popular collaborative tagging 

systems based on folksonomies offer methods for grouping users, tags, and resources 

respectively to organize folksonomies and provide various useful services. However, 

there has been little progress in establishing the necessary framework for grouping 

folksonomy data. In this paper, we introduce some definitions concerned with 

grouped folksonomy and propose a set of fundamental operations for organizing 

resource groups. We also discuss how the results of this paper can be used for 

organizing resource groups in grouped folksonomies. 

The contributions of this paper are the following :   

•  We proposed the grouped folksonomy and fundamental operations as a 

theoretical framework for organizing groups of users, tags and resources. 

•  We can extract useful information conceptualized and structured by using the 

fundamental operations for grouping each element based on grouped 

folksonomy such as the user group which has common interest, the group of 

tags having the same meaning and the group of resources related with the 

common interest. 

This paper is organized as follows: we explain some related works focused on the 

grouping characteristics between each element of various social tagging systems in 

Section 2. In Section 3, we introduce some fundamental definitions for grouped 

folksonomy. And we propose fundamental operations for organizing resources in 

grouped folksonomy in Section 4. In Section 5, we explain an example for organizing 

resource groups, which shows how the results of this research can be used. In Section 

6, we give some conclusions with a summary and our future directions of this 

research. 

2      Grouping characteristics of social tagging systems 

Almost all folksonomy-based applications are based on collaborative tagging. 

Collaborative tagging has been proved useful to provide a powerful mechanism to 

organize folksonomy data : users, tags and resources. In order to understand how the 

mechanism to organize folksonomy data works in the folksonomy-based applications, 

we investigated some typical collaborative tagging systems based on the following 

characteristics[1, 4, 6-8] :   

•  Connectivity between Users : “Links” represents that users are connected each 

other directly. A connection between users is not necessarily symmetric. “Groups” 

means that a user can make clusters of users for a specific purpose. For example, a 

user can bundle favorite users simply or group users by a common interest. 

•  Connectivity between Tags : “None” means that user cannot view tags assigned 

to the same resource by other users or used by the same user while tagging. 

Otherwise, “System suggestive”. That is, the “System suggestive” system suggests 
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  possible tags to the user based on tags used by the same user and assigned to the 

same resource by other users. “User specific” system provides a collection of tags 

that is given by users. For example, a user can make a set of tags used together 

frequently or based on the relations between tags. 

•  Connectivity between Resources : “None” means that resources do not have any 

connections between them. “Groups” represents that the system provides some 

functionalities for grouping resources. For example, a user can make a set of 

resources related with the topic. 

Table 1. The characteristics of collaborative tagging systems 

Connectivity between 

 Contents Users 

Tags 

Resources 

System suggestive, 

del.icio.us 

Bookmarks 

Links, Groups 

None 

User specific 

Flickr 

Photos & Videos 

Links, Groups 

System suggestive 

Groups 

YouTube 

Videos 

Links, Groups 

None 

Groups 

Bookmarks & 

System suggestive, 

BibSonomy 

Links, Groups 

None 

Publications 

User specific 

GroupMe 

Multimedia 

Groups 

System suggestive 

Groups 

These characteristics are identified for several real systems, and are summarized in 

Table 1. Users of each system are connected each other by links and/or groups. 

Del.icio.us system provides Network and Network Bundle as a group of users. The 

Network is a “people aggregator”, collecting favorite users. A Network Bundle is 

simply a way to organize the users in user’s network into groups. In Flickr, users can 

mark anyone the user meet or invite in Flickr as a contact. The user can organize the 

user’s contacts into friends, family, or friends and family. YouTube and Bibsonomy 

systems offer each Friends and MyFriends as a cluster of favorite users. In GroupMe, 

the user can add other users as contributor for a group of the user.   

Del.icio.us, Flickr, BibSonomy, and GroupMe offer the connectivity between tags 

in order to support tag recommendation and tag-based information retrieval. 

Del.icio.us offers Tag bundle as a collection of tags. A Tag bundle is simply a way to 

organize a group of tags. For instance, a user might want to organize “apples", 

“peaches” and “grapes” tags into a bundle called “fruits”. That way a user can quickly 

access those tags from her/his bookmarks pages as well as filter her/his view to only 

show bookmarks in the “fruits” bundle. In Bibsonomy, a user can define relations 

between own tags. The user can relate several subordinate tags to a superordinate tag. 

When a user searches for the superordinate tag, all entries tagged with the subordinate 

tags will appear as well. For example, when a user relates ubuntu to linux and the 

search for linux, all entries tagged with ubuntu show up as well. In Flickr, when a user 

adds new tags to the photo assigned some tags, the system just shows tags used by the 

user. GroupMe shows tags assigned to the same resource by other user. 

For grouping resources, Flickr, YouTube, and GroupMe allow users to use some 

useful functions. Flickr provides Set that is a set containing photos. In YouTube, a 

user can organize videos by Favorites,  Playlists, and QuickList.  Favorite is a list of 

favorite videos and QuickList is a way to make a list of videos to watch later in user’s 

session. A Playlist is a collection of videos that can be watched on YouTube, shared 

with other people, or embedded into websites or blogs. “Favorite” is user’s default 
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  Playlist, but a user can create as many as the user wants. GroupMe offers group that 

is a set of resources. A group is a resource as well. Hence, a group can be included in 

other groups and user can assign tags to groups. 

As seen in some related works, grouping elements of a folksonomy has recently 

become an important issue in diverse collaborative tagging systems. In the following 

section, we define grouped folksonomy by extending traditional folksonomies with the 

concept of “group”. Based on grouped folksonomy, we can investigate how the 

elements of a folksonomy can be organized and utilized to improve knowledge 

discovery practices. 

3   Grouped Folksonomy 

In this section, we introduce some fundamental definitions for grouped folksonomy. 

Definition 1[3].  A folksonomy is a quadruple F := (U, T, R, Y), where U, T, R are 

finite sets that contain instances of users, tags, and resources, respectively, and Y 

defines a relation, the tag assignment, between these sets, that is, Y ⊆ U  T  R. 

 

Fig. 1. An example of a folksonomy 

Most collaborative tagging systems were developed based on traditional 

folksonomy model(Definition 1). In folksonomy, a user assigns some tags to various 

resources published on the web such as photos, videos, articles, and etc. The tag 

assignment is captured in a ternary relation between users, tags, and resources that is 

expressed as (u, t, r), which is read as “the user u assigns a tag t to a resource r”. For 

example, in Fig. 1, the user u1 assigns tags t1, t2 to the resource r1, that is expressed as 

(u1, {t1, t2}, r1). 

There are some variations of a folksonomy models. Based on the tag 

assignments(Y ⊆ U  T  R), Mika’s Folksonomy model[5] is defined as a tripartite 

graph with hyperedges H := (V, E), where V = U ⋃ T ⋃ R, E = {(u, t, r)| (u, t, r) ∈ Y}.

The set of vertices V is composed of the set of actors(users) U, the set of 

concepts(tags) T and the set of objects annotated(resources) R. On the other hand, 

GroupMe Folksonomy(GMF)[2] is an extension of the folksonomy model of 

definition 1 with the concept of groups that is a set of resources : GMF := (U, T, Ŕ, G, 

Ỳ) where G is a finite sets of group, Ŕ = R⋃G, and Ỳ ⊆ U  T  Ŕ G. 

Definition 2. User group, tag group, and resource group are a finite set of users, tags 

and resources, respectively.   
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  In addition, Gu, Gt, and Gr denotes a set of user groups, tag groups, and resource 

groups, respectively. Note that, Gu  ⊆  2U, Gt  ⊆  2T, and Gr  ⊆  2R. Based on the 

definition 2, we define grouped folksonomy model as follows : 

Definition 3. A grouped folksonomy is a turple GF := (Ŭ, Ť, Ř, Ŷ), where, 

•  Ŭ : a finite set of users and user groups(Ŭ = U⋃Gu) 

•  Ť : a finite set of tags and tag groups(Ť = T⋃Gt) 

•  Ř : a finite set of resources and resource groups(Ř = R⋃Gr) 

•  Ŷ ⊆ Ŭ  Ť  Ř(triadic relations between elements of Ŭ, Ť, and Ř). 

 

Fig. 2. An example of Grouped Folksonomy

The grouped folksonomy is an extended folksonomy with the concept of “group”. 

In grouped folksonomy, we can organize users, tags, and resources into groups and 

express more various tag assignments as follows :   

-  A user can assign some tags to resources : (u1, t1, r1) 

-  A user can assign some tags to a group of resources : (u1, t2, γ1) where γ1 = {r2, r3}. 

-  A user can assign a group of tags to resources : (u2, β1, r1) where β1 = {t1, t3}. 

-  A user can assign a group of tags to a group of resources: (u2, β2, γ1) where β2 = 

{t2, t3, t4}, γ1 = {r2, r3}. 

-  A group of users can assign some tags to resources : (α1, {t2, t4}, r2) where α1 = 

{u2, u3}. 

-  A group of users can assign some tags to a group of resources : (α1, {t2, t4}, γ1) 

where α1 = {u2, u3}, γ1 = {r2, r3}. 

-  A group of users can assign a group of tags to resources : (α1, β3, r3) where α1 = 

{u2, u3}, β3 = {t3, t4, t5}. 

-  A group of users can assign a group of tags to a group of resources : (α1, β4, γ1) 

where α1 = {u2, u3}, β4 = {t2, t3, t4}, γ1 = {r2, r3}. 

4   Fundamental operations for organizing resource groups 

In order to organize users, tags and resources and then construct a grouped 

folksonomy, we need some fundamental operations. Set union, intersection and 

difference in a set theory are used to define some useful and fundamental operations 
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  for a grouped folksonomy construction. By applying the set operations on the 

resources, tags and users, as shown in table 2, we can derive a set of fundamental 

operations for organizing elements of grouped folksonomy. 

Table 2. Fundamental operations for organizing users, tags, and resources 

 

Group 

Group 

Group 

Group 

Aggregation 

Composition 

Intersection 

Difference 

Resource 

RGA(g1, g2) 

RGC(g1, g2) 

RGI(g1, g2) 

RGD(g1, g2) 

Tags 

TGA(g1, g2) 

TGC(g1, g2) 

TGI(g1, g2) 

TGD(g1, g2) 

Users 

UGA(g1, g2) 

UGC(g1, g2) 

UGI(g1, g2) 

UGD(g1, g2) 

In this section, among the fundamental operations, we describe four fundamental 

operations to support aggregation, composition, intersection and difference between 

resource groups : Resource Group Aggregation(RGA), Resource Group 

Composition(RGC), Resource Group Intersection(RGI), and Resource Group 

Difference(RGD).  

The operations are executed based on the following sets : 

 gu(g)  Ŭ : a set of users or user groups who tag on a resource group g   

 gt(g)  Ť : a set of tags or tag groups assigned a resource group g 

 gr(g)  Ř : a set of resources or resource groups in a resource group g 

 rt(g, r) Ť: a set of tags or tag groups assigned to a resource r in a resource group g 

 cr(g1, g2) = gr(g1) ∩ gr(g2)

Ř : a set of common resources or common resource 

groups for resources groups g1 and g2

4.1      Resource Group Aggregation 

RGA(g1, g2) 

//Input : two resource groups g1 and g2   

//Output : a resource group g3 aggregated g1 and g2 

Gr = Gr

{g3} 

gu(g3) = gu(g1)

gu(g2)  

gt(g3) = gt(g1)

gt(g2) 

gr(g3) = gr(g3)

{g1, g2} 

Table 3. Results of Resource Group Aggregation 

 

Before 

After 

Gr 

g1, g2 

g1, g2, g3 

gu(g1) 

u1 

u1 

gu(g2) 

u2 

u2 

gu(g3) 

- 

u1, u2 

gt(g1) 

t1, t2 

t1, t2 

gt(g2) 

t2 

t2 

gt(g3) 

- 

t1, t2 

gr(g1) 

r1, r2, r3 

r1, r2, r3 

gr(g2) 

r1, r2, r4 

r1, r2, r4 

gr(g3) 

- 

g1, g2 
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Fig. 3. Examples of fundamental operations of organizing resource groups 
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  Resource Group Aggregation, RGA(g1, g2), is an operation for aggregating two 

resource groups g1, g2 inputted as parameters into a new resource group g3. For 

example, in Fig. 3(a), we assume that a user u1 assigned tags t1 and t2 to a resource 

group g1 that is composed of resources r1, r2, r3. And a user u2 assigned a tag t2 to a 

resource group g2 that is composed of resources r1, r2, r4. When applied RGA to 

resource group g1 and g2, as shown in table 3, a new resource group g3 is generated by 

included form of g1 and g2. The user u1 and u2 are co-users of g3. They assigned tags t1

and t2 to g3, commonly. 

4.2      Resource Group Composition 

RGC(g1, g2) 

//Input : two resource groups g1 and g2   

//Output : a resource group g3 composited g1 and g2 

Gr = Gr {g3} 

gu(g3) = gu(g1) gu(g2)  

gt(g3) = gt(g1) gt(g2)  

gr(g3) = gr(g1) gr(g2)  

if cr(g1, g2)   ø  

 

    for each r 

 cr(g1, g2) do   

  

rt(g3, r) = rt(g1, r) rt(g2, r);   

 

    end for  

end if 

Gr = Gr – {g1, g2} 

Table 4. Results of Resource Group Composition 

 

Before 

After 

Gr 

g1, g2 

g3 

gu(g1) 

u1 

- 

gu(g2) 

u2 

- 

gu(g3) 

- 

u1, u2 

gt(g1) 

t1, t2 

- 

gt(g2) 

t2 

- 

gt(g3) 

- 

t1, t2 

gr(g1) 

r1, r2, r3 

- 

gr(g2) 

r1, r2, r4 

- 

gr(g3) 

- 

r1, r2, r3, r4 

Resource Group Composition, RGC(g1, g2), is an operation for combining two 

resource groups g1 and g2 into a new group of resources g3. For example, in Fig. 3(b), 

we assume that a user u1 assigned tags t1 and t2 to a resource group g1 that is 

composed of resources r1, r2, r3. And a user u2 assigned a tag t2 to a resource group g2 

that is composed of resources r1, r2, r4. When applied RGC to resource group g1 and g2, 

as shown in table 4, a new resource group g3 is generated by integrated form of 

resources of g1 and g2. That is, g3 is consisted of four resources r1, r2, r3, and r4. After 

composition, g1 and g2 are eliminated from Gr. The user u1 and u2 are co-users of 

g3, and assigned two tags t1, t2 to g3. 
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  4.3      Resource Group Intersection 

RGI(g1, g2) 

//Input : two resource groups g1 and g2 where cr(g1, g2) 

 ø, gt(g1)

gt(g2)   ø 

//Output : a resource group g3 composed common resources of g1 and g2 

 

Gr = Gr

{g3} 

 gu(g3) = gu(g1)

gu(g2)  

 gr(g3) = cr(g1, g2)  

 gt(g3) = gt(g1)

gt(g2)  

 

for each r 

 cr(g1, g2) do   

 

    rt(g3, r) = rt(g1, r) rt(g2, r);   

 end 

for 

 

Table 5. Results of Resource Group Intersection 

 

Before 

After 

Gr 

g1, g2 

g1, g2, g3 

gu(g1) 

u1 

u1 

gu(g2) 

u2 

u2 

gu(g3) 

- 

u1, u2 

gt(g1) 

t1, t2 

t1, t2 

gt(g2) 

t2 

t2 

gt(g3) 

- 

t2 

gr(g1) 

r1, r2, r3 

r1, r2, r3 

gr(g2) 

r1, r2, r4 

r1, r2, r4 

gr(g3) 

- 

r1, r2 

Resource Group Intersection, RGI(g1, g2), is an operation to generate a new 

resources group g3 with common resources of inputted two resource groups g1 and g2. 

For example, in Fig. 3(c), we assume that a user u1 assigned tags t1 and t2 to a 

resource group g1 that is composed of resources r1, r2, r3. And a user u2 assigned a tag 

t2 to a resource group g2 that is composed of resources r1, r2, r4. When applied RGI to 

resource group g1 and g2, as shown in table 5, a new resource group g3 is created. G3 

has common resources r1 and r2 of g1 and g2. The user u1 and u2 are co-users of g3. 

The users assign a tag t2(a common tag of g1 and g2) to g3. 

4.4      Resource Group Difference   

RGD (g1, g2) 

//Input : two resource groups g1 and g2 where gr(g1) 

 gr(g2) 

//Output : a resource group g3 that is composed of the remainder of resources   

// 

      after removing common resources of g1 and g2 in g1   

 

Gr = Gr

{g3} 

 gu(g3) = gu(g1)

gu(g2)  

   gr(g3) = gr(g1)   gr(g2)  

 

      for each r 

 gr(g3) do   

 

      rt(g3, r) = rt(g1, r);   

  

 

 

end 

for 

gt(g3) = gt(g1)  
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  Table 6. Results of Resource Group Difference 

 

Before 

After 

Gr 

g1, g2 

g1, g2, g3 

gu(g1) 

u1 

u1 

gu(g2) 

u2 

u2 

gu(g3) 

- 

u1, u2 

gt(g1) 

t1, t2 

t1, t2 

gt(g2) 

t2 

t2 

gt(g3) 

- 

t1, t2 

gr(g1) 

r1, r2, r3 

r1, r2, r3 

gr(g2) 

r1, r2 

r1, r2 

gr(g3) 

- 

r3 

 

Resource Group Difference, RGD(g1, g2), is an operation to generate a new 

resource group g3 with remainder resources after eliminating resources of a resource 

group g2 in g1. For example, in Fig. 3(d), we assume that a user u1 assigned tags t1 and 

t2 to a resource group g1 that is composed of resources r1, r2, r3. And a user u2 assigned 

a tag t2 to a resource group g2 that is composed of resources r1, r2. When applied RGD 

to resource group g1 and g2, as shown in table 6, a new resource group g3 is generated 

and g3 is composed of r3 that is a remainder resource after removing g2 in g1. The user 

u1 and u2 are co-users of g3. They assigned tags t1 and t2 to g3. 

5      An example for organizing resource groups 

We show an example for organizing resource groups by applying the fundamental 

operations to the given grouped folksonomy. As an example, in GF1 of Fig. 4, we 

assume that Mary assigned tags MSM09, Spain, and Sevilla to a resource group g1 

composed of a web site of MSM09, a pdf file of accepted paper for MSM09, and a 

photo of Sevilla. And John assigned tags Travel, Spain, and Sevilla to a resource 

group g2 that has a map of Spain, a photo of Sevilla, and a web site for learning 

Spanish. 

First, by applying the RGA(Resource Group Aggregation) with resource group g1 

and g2 in GF1, a new resource group g3 is generated in GF2, in which g1 and g2 are 

nested. Mary and John are co-users of g3. Tags  MSM09, Spain, Sevilla, and Travel 

are assigned to resource group g3, commonly. Second, when we apply the 

RGI(Resource Group Intersection) to resource group g1 and g2 in GF2, a new resource 

group g4 is created in GF3. g4 has a common resource, a photo of Sevilla of g1 and g2. 

Mary and John are co-users of g4. Two common tags of g1 and g2, namely Spain and 

Sevilla, are assigned to resource group g4. Third, when applied the RGD(Resource 

Group Difference) to resource group g1 and g2 in GF3, a new resource group g5 is 

generated in GF4, in which two resources, a web site of MSM09 and a pdf file of 

paper, are included. Mary and John are to be co-users of g5. Tags MSM09, Spain, and 

Sevilla are assigned to g5. Last, when applied the RGC(Resource Group Composition) 

to resource group g1 and g2 in GF4, a new resource group g6 is generated in GF5. The 

resources of g6 are composed of the resources of g1 and g2, after eliminating resource 
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  groups g1 and g2. Mary and John are to be co-users of g6, and  tags  MSM09, Spain, 

Sevilla, and Travel are assigned to g6. 

RGA(Resource Group Aggregation) and RGC(Resource Group Composition) are 

very similar to each other, but they have significant differences. When RGC(Resource 

Group Composition) is applied with resource groups g1 and g2, a new resource group 

g3 is generated. Only the resources of g1 and g2 are extracted and then put together in 

the resource group g3. Meanwhile, in the case of RGA(Resource Group Aggregation), 

a new resource group g3 is generated, in which resource groups g1 and g2 with their 

resources are included. Therefore, the resource group g3 includes the resources of g1 

and g2 with preserving the hierarchical structures for classification of resources, i.e., 

the resource groups g1 and g2. 

 

Fig. 4. An example for organizing resource groups 
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  6   Conclusions 

In this paper, we have introduced the grouped folksonomy and proposed fundamental 

operations for organizing resource groups. Also, we have explained how our proposed 

operations executed through a simple example. Our proposed framework can be 

applied to various collaborative tagging systems. In particular, it can be useful to 

extract hidden information such as the user group which has common interest, the 

group of tags having the same meaning and the group of resources related with the 

common interest. 

As a future work, in order to organize elements of a folksonomy, we will define 

operations for organizing user groups and tag groups, as shown in table 2. Also, we 

will develop a collaborative tagging system that can organize users, tags, and 

resources by using our proposed operations based on the grouped folksonomy. 
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Abstract. In this paper we present a comparison and analysis of sev-

eral statistical text-based approaches measuring topic similarity between

two documents. We also use natural language processing technology to

automatically annotate the input documents.

1

Introduction

Nowadays social networking websites, weblogs and many other types of content

sharing websites are very popular. But users may still want to keep some infor-

mation private or shared only with certain groups because revealing too much

information may lead to following consequences [1]:

– People have lost their jobs when an employer discovered an employee’s per-

sonal blog.

– Sexual predators use social networking sites to ﬁnd victims.

– Stalkers use personal information on social networking sites.

– Universities have used photographs taken at student parties and posted on

photo sharing sites against students.

Conventional access control mechanisms provide few options, such as “pri-

vate”, “friends only” and “public”, and require users to manually indicate the

access for each piece of content. To simplify this management process, [1] have

proposed content-based access control and started working on the testbed of this

concept, PLOG (A Privacy/Policy aware bLOGging system). Our work aims

to aid the construction of PLOG’s privacy control policy over the text in posts

to social networking sites, particularly blog posts.

In this paper we present a comparison between Latent Semantic Mapping [2]

and a simple cosine similarity approach [3] to determine the similarity between

blog posts. We also evaluate three NLP (Natural Language Processing) systems

currently available and suggest an NLP pipeline to automatically label words,

verbs and named entities in input to our approaches.
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  2

Related Work

We brieﬂy describe related work at the core of the questions in this paper:

– What makes two documents “similar”?

– How can systems like PLOG help users identify “similar” documents?

– How can systems like PLOG automatically identify “similar” documents?

2.1

Deﬁning Document Similarity

Mei et al.[4] created an interesting model for analyzing both topics and senti-

ments in weblogs. The model has ﬁve essential constituents:

1. Topic model: deﬁned by a probabilistic distribution of words representing a

semantically coherent topic.

2. Sentiment model: deﬁned by a probabilistic distribution of words represent-

ing either positive opinions or negative opinions.

3. Sentiment coverage: deﬁned by the relative coverage of neutral, positive and

negative opinions about a topic in a document or in a collection of documents.

For a topic in a document, the sum of the probabilistic distributions of

neutral, positive and negative opinions equals to one.

4. Topic life cycle: is a time series representing the strength distribution of the

neutral contents of a topic over a period.

5. Sentiment dynamics: stands for a time series representing the strength dis-

tribution of positive and negative sentiments over a topic.

When we say two documents are similar, inspired by [4], we mean that the

documents address similar topics and that the opinions expressed about the

topic are similar. In this paper, we concentrate only on topic similarity.

2.2

Semi-Automatic Document Similarity Tagging

One way to cluster documents in social networking sites or weblogs, is through

metadata tags associated with documents. The TagAssist and AutoTag both

automatically create metadata tags through text analysis [5, 6]. They ﬁnd ex-

isting tagged posts that are similar to a new, untagged post and aggregate tags

associated to those posts, rank the tags, and recommend the highest-ranked tags

to users.

Hayes et al.[7] uses the text in the weblog posts and the metadata tags

associated with the posts. [8] and [9] used additional factors to cluster documents,

including Wikipedia entries and between-document hyperlinks.

2.3

Fully Automatic Document Similarity Tagging

We studied two methods: lexical chains and latent semantic mapping.
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  Lexical chains[10][11] are clusters of words that are semantically related. The

relationships between words in the clusters are typically synonym (same mean-

ing), hypernym/hyponym (more generic/more speciﬁc meaning) or meronym/holonym

(whole-part/part-whole relationships).

Latent Semantic Mapping has been shown to be eﬀective for numerous tasks

including information retrieval, word clustering, document clustering, topic clus-

tering, large-vocabulary speech recognition language modeling and more [2].

3

Data

3.1

Training Data

Our training data consists of blog posts collected from LiveJournal3. This data

set was automatically labeled with part-of-speech and named-entity tags by Ly-

dia [12, 13]. A part-of-speech tag indicates whether a word is a noun, a verb, an

adjective, etc. A named entity tag indicates whether a word is part of the name

of an organization (e.g. Stony Brook University, IBM), a person (e.g. Dong-Yi

Wu, President Obama, Dr. Sarah Jones), a location (e.g. New York, Silicon Val-

ley), etc. The data set contains 5866528 blog posts and is 15GB in size. We used

the training data to build matrices using Latent Semantic Mapping.

3.2

Testing Data

We used the English weblogs section of the ACE 2005 Multilingual Training

Corpus4, which contains 119 blog posts. We annotated pairs of documents from

it to obtain pairs of posts found by humans to be “similar” or “not similar”. Two

human annotators participated in this task. Both of them were native English

speakers with graduate degrees.

Evaluating all possible pairs of the 119 posts would take too long, so we

pruned the set of document pairs that contained at least 25 words in common

(not counting stop words like to, from, a, the). The resulting set contained 248

document pairs.

Annotation Process We used the web-based annotation tool. The annotator

saw one pair of posts at a time. The posts were shown side by side. Below the

posts were three questions that the annotator answered with respect to the post

displayed on the right. The questions and their corresponding answer options

were:

– Is it on the same topic as the post on the left?

Yes

A little

No

I don’t know

– If your answer to the previous question is “Yes” or “A little”, is it from the

same perspective as the post on the left?

Yes

Somewhat

No

I don’t know

n/a

3 http://livejournal.com

4 Available from the Linguistic Data Consortium; catalog number LDC2006T06
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  – Do you think the author of the post on the left would be interested in the post

on the right?

Yes

No

I don’t know

Once the annotator press “conﬁrm” button, his/her answers would be saved

and the proceed to next document pair.

We calculated inter-annotator agreement for this annotation using Cohen’s

kappa coeﬃcient [14], where Ao and Ae stand for observed agreement and ex-

pected agreement.

Ao − Ae

κ =

(1)

1 − Ae

For the three questions, we got κ1 = 0.83710 , κ2 = 0.143519 and κ3 =

0.826531, respectively. For questions 1 and 3 we have high agreement (κ > 0.8),

while for question 2 we have only slight agreement. This means that it is easier

for the annotators to tell if two posts are on the same topic than it is for them

to tell if two blog posts are from the same perspective.

4

Computing Post Similarity Using LSM Cosine

Similarity

4.1

Latent Semantic Mapping

Latent Semantic Mapping (LSM) is a way to ﬁnd “semantic” similarities between

words and documents. Two words are “similar” if they appear with the same

or similar other words in a set of training documents. For example, baseball and

pitcher are similar, while baseball and orchestra are probably quite diﬀerent. Two

documents are “similar” if they contain lots of similar words.

Bellegarda[2] described Latent Semantic Mapping in detail. The ﬁrst step

is to construct a two-dimensional matrix W of dimensionality M × N, where

column j (< N) is a vector for a single document, row i (< M) stands for a

single word, and cell i, j contains the frequency of word i appeared in document

j. As most words appear only in a few documents, W is typically very sparse

and W is typically very large.

Fig. 1. Singular Value Decomposition
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  The second step is to perform singular value decomposition on matrix W .

This step decomposes W into three matrices so that:

W ≈ ˆ

W = USV T

(2)

where U is the (M × R) left singular matrix with row vectors ui(1 ≤ i ≤ M),

S is the (R × R), R < min(M, N)) diagonal matrix of singular values s1 ≥

s2 ≥ ... ≥ sR > 0 and V is the (N × R) right singular matrix with row vectors

vj(1 ≤ j ≤ N). R < min(M, N) is the order of the decomposition. Both of left

and right matrices U and V are column orthonormal, i.e.,

UT U = V T V = IR

where IR is the identity matrix of order R. Thus the column vectors of U and V

are column orthonormal basis for the vector space of dimension R spanned by

the vector ui and vj, referred as the LSM vector space.

In this vector space, unit-unit comparisons(word closeness), composition-

composition comparisons(document closeness), and unit-composition comparisons(word-

document closeness) can be measured by cosine similarity of a pair of vectors.

4.2

Building Matrices

When computing document similarity, we hypothesize that some word sequences

should be lexicalized, or treated as if they are one word. In particular, word

sequences that are names (e.g. New York, Dr. Sarah Jones, Stony Brook Uni-

versity) should be treated as single words. Also, we hypothesize that some word

types are more important for computing document similarity than others: in par-

ticular, named entities and verbs are important, since they indicate the types

of actions and objects in a document. So we construct three diﬀerent matri-

ces for our LSM experiment: word-based matrix, entity non-entity matrix and

verb-entity matrix. First, we pre-processed our training data as follows:

– To construct the input to building the word-based matrix we extracted the

text of each blog post. We segmented the text into tokens, removing punctu-

ation. A “token” in this case was a word, a sequence of non-space characters

with a space on each side. We lowercased every token and stemmed it (using

the Porter Stemmer [15]). Stemming reduces a word to its root: for example,

girls becomes girl, sadly becomes sad and tricked becomes trick. We then

removed stop words (e.g. a, the, from, in). Finally, we saved the plain text

of the post (without part-of-speech or named-entity tags and without the

XML markup that appeared in the original post). For the input sentence

Harry Potter ﬂew around London on a broomstick, the saved sequence of

tokens from this process would be {harry, potter, ﬂy, london, broomstick}.

– The procedure of building entity-non entity matrix is similar to the previous

one. However, in this case a “token” could be a named entity marked by

Lydia or a word.
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  – To construct the input to building the verb-entity matrix, we processed the

text as for the entity-non entity matrix, but removed all tokens that were

not either a named entity or a verb5.

4.3

Matrix Construction

Our matrix builder uses two steps: First, it uses the document set to build a

dictionary containing word-index mappings. Then it uses the dictionary and

document set to build the document vectors. There are two main reasons for us

to build dictionaries before building the matrix:

1. We decided to store the matrices in a binary sparse-matrix format(it stores

only non-zero elements), as LSM matrices are mostly very sparse.

2. The performance penalty for simultaneously constructing the dictionary and

matrix would be very high because of the bottleneck of disk I/O.

When the dictionaries were built, we realized that our vocabulary size was

unreasonably large, mainly due to fake words (markups, spam posts, or blogger

exclamations). So we removed terms using the following heuristics:

1. Valid terms can only be composed of alpha-numeric characters.

2. No valid term can be composed of numeric characters only.

3. No valid term can contain a repeated substring of length greater than or

equal to 2. For example, haha is not a valid term.

4. We eliminated terms with relatively low occurrence in the entire corpus.

We ended up with the following dictionary sizes: 49958 terms for word-based

matrix, 49869 terms for entity-non entity matrix and 49047 terms for the verb-

entity matrix.

To construct document vectors, our program loads a dictionary into memory

as a hashtable, and builds one document vector at a time to form the matrix as

follows:

1. While there are terms in the document:

– Read the next term from the document.

– If the term is in the dictionary, get the index of the term. If the term is

already in the document vector, add 1 to its occurrence. If not, add it to the

document vector and set its occurrence to 1.

– If the term is not in the dictionary, then do not augment the document

vector.

2. Finally, change all frequencies in the document to log space using the formula

1 + log(f) where f denotes term frequency to reduce later computation.

3. Append the document vector to the matrix and release document vector in

memory to minimize memory consumption.

The matrix-building process ﬁnishes when all documents in the corpus are

included in the matrix ﬁle.

5 We said a verb was a word part-of-speech tagged as VB (verb, base form), VBD

(verb, past tense), VBG (verb, present participle),VBN (verb, past participle), VBP

(verb, present tense, not 3rd person singular) or VBZ (verb, present tense, 3rd person

singular).
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  4.4

Singular Value Decomposition(SVD)

We used Doug Rohde’s C Library [16] and limited the dimensionality to 50(min-

imum value suggested in [17]). We ran SVD on all of our matrices to get their

corresponding diagonal S matrices, transposed V matrices and transposed U

matrices to do LSM.

4.5

LSM Cosine Similarity

This experiment is to test whether the composition-composition cosine similar-

ity[2] between a pair of documents reﬂects human judgments. We applied LSM[2,

18] to our annotated document pairs. Suppose our training data has M words

and N posts, then the dimension of matrix W , U, S and V T in equation (2) is

(M × N), (M × R), (R × R) and (R × N), respectively. Suppose we have a new

post d with a term frequency vector p of dimension M. Equation (2) implies

p = USvT

(3)

where the R-dimensional vector vT acts as an additional column of the matrix

V T . This leads to the deﬁnition

v = vS = pT U

(4)

We constructed this composition vector v for each post in our annotated post

pairs.

Assume there is an annotated post pair (p, q). Let vp be the composition vec-

tor of p and vq be the composition vector of q. Thus the composition-composition

cosine similarity between posts p and q is deﬁned as:

vpS2vTq

K(p, q) = cos(vpS, vqS) =

(5)

vpS vqS

The cosine similarities for our annotated post pairs are shown in ﬁgure 2(a),

ﬁgure 2(b), and ﬁgure 2(c).

5

Computing Post Similarity Using Simple Cosine

Similarity

We also calculated cosine similarity between the annotated post pairs in our

testing data directly (without “passing through” the matrix therefor no latent

semantics considered).

For a post pair (dp,dq) there are two term frequency vectors p and q based

on a dictionary containing terms in dp and dq. We compute cosine similarity by:

p · qT

K(p, q) = cos(p, q) =

(6)

p q

For each post pair, we constructed word-based, entity-non entity, and verb-

entity term frequency vector pairs and computed cosine similarity. Note that

all stopwords were ﬁltered out of each document before term frequency vector

construction. The results are shown in ﬁgure 3(a), ﬁgure 3(b) and ﬁgure 3(c).
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Fig. 3. Simple cosine similarities of annotated document pairs

6

Evaluation

To analyze our approaches comparing with human judgement, we separated our

testing post pairs into three groups:

– No - No – post pairs for which both human annotators said the posts were

not on similar topics (both annotators answered “No” to question 1)

– No - !No – post pairs for which exact one human annotator said the posts

were on similar topics

– !No - !No – post pairs for which both human annotators said the posts

were on similar topics

We started by computing the mean and standard deviation of document

similarities for each approach over our testing data. We observed that all straight

cosine similarity approaches showed an interesting tendency: the mean cosine

similarity for No - No is smaller than the mean cosine similarity for No - !No,

which again is smaller than the mean cosine similarity for !No - !No. So we went

a step further, to see if these diﬀerences were statistically signiﬁcant.

6.1

Statistical Signiﬁcance

As our cosine similarities are not normally distributed, we used the Kruskal-

Wallis rank sum test[19] to compare similarity scores of our approaches. We

found signiﬁcant diﬀerences across the six approaches (p < 0.01). So we ran

post-hoc Wilcoxon rank sum tests to compare pairs of approaches[19]. We found

signiﬁcant diﬀerences between all pairs of approaches (at p < 0.01) except for

entity-non entity straight cos v.s. verb-entity straight cos (p = 0.5477166) and
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  entity-non entity straight cos v.s. word straight cos (p = 0.1327274). There were

some interesting observations from the result:

1. Any LSM cos has signiﬁcant diﬀerence to any straight cos

2. Entity non-entity straight cos has no signiﬁcant diﬀerent with either verb-

entity straight cos or word straight cos

3. Verb-entity straight cos has signiﬁcant diﬀerence to word straight cos
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(a) Entity non-entity

(b) Verb-entity

(c) Word

Fig. 4. LSM cos scores, grouped by human annotation categories(dot: no-no; box: no-

not no; diamond: not no-not no)
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(a) Entity non-entity

(b) Verb-entity
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Fig. 5. Straight cos score, grouped by human annotation categories(dot: no-no; box:

no-not no; diamond: not no-not no)

The results are shown in ﬁgure 4(a), ﬁgure 5(a), ﬁgure 4(b), ﬁgure 5(b),

ﬁgure 4(c) and ﬁgure 5(c).

6.2

Finding Cutoﬀ Levels for Document Similarity

Finally, we tried to use the annotated data to identify cutoﬀ cosine similarity

levels for computing document similarity for each approach. We split the test

data into three categories, No - No, No - !No, and !No - !No and split our test

data at random into ﬁve partitions of equal size. Then we ran a ﬁve-round ex-

periment. In each round we took one partition as testing data and the remaining

four partitions as training data. We used the training data to calculate the cut-

oﬀ cosine similarity numbers that would give the highest proportion of correct

assignments to test data categories. Finally, we used these cutoﬀ numbers to
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  Table 1. Accuracy of each round and the average accuracy

Round

Entity-non entity LSM Entity-non entity simple Verb-entity LSM Verb-entity simple Word LSM Word simple

1

0.163265

0.755102

0.510204

0.714186

0.367347

0.367347

2

0.163265

0.755102

0.489796

0.653061

0.244898

0.489796

3

0.448980

0.612245

0.448980

0.591837

0.224490

0.591837

4

0.163265

0.510204

0.489796

0.714286

0.244898

0.469388

5

0.153846

0.692308

0.519231

0.673077

0.230769

0.557692

average accuracy

0.218524

0.664992

0.491601

0.669309

0.262480

0.495212

assign post pairs in the testing partition to test data categories. Our results are

shown in table 1.

We observed that all simple cosine approaches perform better than LSM

ones. the verb-entity simple cosine approach performs better than others. We

may conclude that there is preliminary evidence that the verb-entity simple

cosine approach is more accurate than others at determining topic similarity.

7

NLP Pipeline Evaluation

In our experiments, we used data that was labeled, automatically or by hand,

with part-of-speech tags and named entities. We would like to add to PLOG

a Natural Language Processing pipeline that can automatically perform label-

ing tasks. We evaluated existing systems, LingPipe[20], OpenNLP[21] and Mal-

let[22], that we may use to assemble a pipeline for PLOG. Yet we soon excluded

Mallet because it was very slow(Mallet uses Conditional Random Fields for

training[23–25]). We evaluated OpenNLP and LingPipe on each task for which

they have a component. Most of the tasks are classiﬁcation tasks, so we report

classiﬁcation accuracy.

The data we used for our evaluation is mainly the Penn Treebank Wall Street

Journal corpus6, but we used the CoNLL-2000 corpus7 to evaluate chunking

(ﬁnding basic phrases), the ACE 2005 Multilingual Training Corpus8 to evaluate

named-entity tagging and a fourNewsGroups corpus available from LingPipe’s

source code archive9 to evaluate topic classiﬁcation.

For each component, we ran an evaluation using ﬁve-fold cross validation for

ﬁve rounds. In each round, one partition was used for testing and the other four

for training. The result are shown in ﬁgure 6.

We decided to adopt OpenNLP to be our NLP pipeline because OpenNLP

showed higher accuracy on sentence segmentation, POS tagging and named en-

tity tagging. The eﬀort to conduct training for OpenNLP is less than LingPipe

(OpenNLP has training programs in it). Furthermore, sentence segmentation of

LingPipe is not trainable.

6 Available from the Linguistic Data Consortium; catalog number LDC99T42

7 Available from the website of the Conference on Computational Natural Language

Learning 2000

8 Available from the Linguistic Data Consortium; catalog number LDC2006T06

9 demos/fourNewsGroups/
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  LingPipe

OpenNLP

Accuracy

Speed

Accuracy

Speed

Sentence segmentation

0.5467128% 11886 msec 0.7792478% 11266 msec

Part-of-speech tagging

0.9638384% 29212 msec 0.9657274% 1982865 msec

NP/VP chunking

n/a

n/a

0.9249919% 47567 msec

Named entity tagging

0.7332214% 2624 msec 0.9117132% 14949 msec

Interesting phrase detec-

n/a

13303 msec

n/a

n/a

tion

Topic classiﬁcation

0.9861111% 8191 msec

n/a

n/a

Fig. 6. Performance of diﬀerent NLPtoolkits

Fig. 7. NLP pipeline

8

Conclusions and Future Work

The contributions of this paper include: a comparison of LSM-based cosine and

simple cosine methods for computing topic similarity between document pairs,

a comparison of word-based, entity-non entity and verb-entity methods for com-

puting topic similarity between document pairs , and a comparison of several

NLP pipelines for preliminary processing of documents.

From our experiment results, we suggest using simple cosine similarity may be

more favorable than using LSM cosine similarity because simple cosine requires

signiﬁcantly less eﬀort and may be signiﬁcantly more accurate than LSM cosine,

if training data for LSM is large. Moreover, the verb-entity simple cos and entity-

non entity simple cos have the highest accuracy in topic similarity identiﬁcation.

We also suggest the use of OpenNLP for NLP pipeline.

In future work, we will work on more sophisticated ways to compute topic

similarity between document pairs, and to compute sentiment similarity. we also

need to evaluate our methods to see if they are useful for PLOG users.
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Abstract. A crucial factor for success in today’s web business is the

ability to oﬀer relevant, personalized content to users. To achieve this,

most modern websites – especially e-commerce and social networking

platforms – rely on data-driven recommender engines. In this contri-

bution we present a general recommender scheme which uses an auto-

matically generated ontology. The approach is based on a multistage

procedure that involves the extraction of a large number of tags from

user proﬁles of a popular social networking platform. From these tags

an inverted index is computed which is often referred to as a “folkson-

omy”. From this index a tag graph can be created which then allows to

group together semantically related tags using a clustering method. We

show how the resulting tag clusters can be linked to virtually any data

entity on the web site in order to obtain a recommender engine for that

entity. We provide two example applications for this: “user-to-user” rec-

ommendations and “user-to-group” recommendations. Approaches for

evaluating the quality of the recommendations are discussed.

1

Introduction

One reason for the high popularity and the outstanding success of big internet

players like Google, Amazon or Facebook is the way these websites present cer-

tain information to their users. These systems prove to be very eﬃcient in mining

their own terabytes of data in order to ﬁnd the content that is most likely to be

relevant to the user.

The enormous amount of content on these sites obeys the classical power law

distribution, i.e. it adheres the well known long tail paradigm [2]. Most of the

content on these platforms is relevant to only a very small number of users.

Therefore it is more eﬃcient to push this content to users as recommendations

rather than let the user pull it. Prominent examples for this are the “Customers

Who Bought This Item Also Bought”-feature on Amazon or the friend suggestion

mechanism on Facebook. Features like these make a website highly eﬃcient and

convenient for the users, but also play a critical role in many business models,

especially in e-commerce applications.

A prerequisite for building such recommender engines is the availability of

the right ontologies that allow us to relate diﬀerent objects to one another, or

101


___









  even to relate objects of diﬀerent types to each other. Because of the massive

amounts of data, manual procedures for building such ontologies are infeasible.

Instead, automatic processes are needed for creating such ontologies. In this

contribution we show for a popular social networking platform, that tag data

provides an excellent data source which can be structured in multiple steps via

automatic processes such that a general semantic recommender scheme can be

obtained.

The organization of this manuscript follows the sketch of the system archi-

tecture as depicted in Fig. 1. In a ﬁrst step, tags are extracted from a large

database of user proﬁles and an inverted index – called “Tag Index” below – is

created from the data (see Sect. 2). This tag index can be viewed as a special

type of “folksonomy” [12]. From this index, in a second step, a “Tag Graph”

is computed which links tags according to their co-occurrence in user proﬁles

(see Sect. 3). Based on this graph, a clustering method is applied for grouping

related tags (Sect. 4). Finally, these “Tag Clusters” are used to to build diﬀerent

recommender engines that are used by the web application to push personalized

and relevant content to users.

We present two application examples of the proposed recommender scheme:

“user-to-user” and “user-to-group” recommendations (see Sect. 5). In Sect. 6

we describe the experimental evaluation of the eﬀectiveness of the recommender

engines and we provide a summary and a conclusion in Sect. 7.

Tag Index

User Data

Fig. 1. System overview:

Recommender engines for a

Tag Graph

web application are created

by extracting a large number

of tags from user proﬁles of

Web Application

a popular social networking

website and structuring this

data in multiple processing

Tag Clusters

stages. These involve build-

ing a “Tag Index”, a “Tag

Graph” and ﬁnally, “Tag

Clusters”.

Recommender

Engine
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  1.1

Related Work

Previous work regarding the creation of folksonomies from user generated meta-

data on web sites was presented in [12]. The authors discuss the advantage of the

approach over meta-data being created by dedicated experts or by the respective

owners of the resources themselves, but possibilities for bringing structure to the

folksonomie by further processing are not investigated.

One of the ﬁrst works which used a clustering approach for analyzing the

structure of a folksonomy was presented in [3], where the authors utilized the

unveiled structures for improving search and exploration. The idea of creating

personalized content by clustering a folksonomy was also brought up by [9], who

also used the approach for improving search rather than creating recommenda-

tions.

Another approach for applying clustering techniques to uncover structures

in folksonomies can be found in [14], where the author utilized the algorithm of

Clauset, Newman and Moore [5] to ﬁnd groups of tags in a tag graph. A modiﬁed

version of this approach is also adopted for our method (see Sect. 4).

2

Tag Index: A Folksonomy of User Proﬁle Data

At present, the XING platform holds more than eight million proﬁles of profes-

sionals from all over the world, covering all kinds of organization sizes, career

levels and industries. On these proﬁles users provide rather structured infor-

mation about their educational background and their employment history, but

also unstructured data in a tag-like format about their personal interests, their

professional skills (called haves), what they are seeking (called wants) and what

organizations they belong to. This provides a rich data source for extracting

a folksonomy [12] by processing and aggregating tags from these proﬁles and

building an inverted index from this data.

In contrast to other popular web sites like ﬂickr1 or del.icio.us2, where folk-

sonomies arise from users collaboratively tagging a set of resources [9], we have a

slightly diﬀerent scenario here where there are no resources as such, but instead

there are users who enter tags about themselves. Nevertheless – and as will be

demonstrated below – this is completely suﬃcient for creating a useful special

type of folksonomy D = (U, T, A) which consists of a set of users U , a set of tags

T and a set of annotations A of the form

A ⊆ { (u, t) | u ∈ U, t ∈ T }.

(1)

Besides the folksonomy D, we are also interested in two more things: a function

f req(t) = { (u, t ) ∈ A, t = t } ,

(2)

which denotes the total number of occurrences of a tag t in A and a function

1 http://www.ﬂickr.com

2 http://delicious.com
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  U(t) = { u | (u, t ) ∈ A, t = t },

(3)

which denotes the set of users, that have the tag t in their proﬁle.

In the following we describe from a technical point of view how tag data is

extracted from user proﬁles and how an inverted index can be computed using

the MapReduce paradigm [7]. This inverted index is a “materialization” of the

set of tags T together with the above functions f req(t) and U (t).

2.1

Data Extraction

In order to extract tag data from user proﬁles a simple tokenizer is used which

“visits” each proﬁle and collects tags by converting the structured data into a

ﬂat list of terms. These terms are then passed through a normalization function

which removes all whitespaces and special characters and capitalizes each char-

acter. Formally, we deﬁne the tokenizer as a function T (u) which returns the set

of all tags a user u has in their proﬁle. This function will be used in the process

described below.

2.2

MapReduce

While it is trivial to compute an inverted index given a small number of annota-

tions (u, t), it turns out to be not as easy for a very large amount of input data

like in the current application scenario: the total number of tags to be indexed

is currently about 67 million. Also, the number of tags grows from day to day

and the source data changes frequently, such that the index does not have to be

build only once, but it must be automatically rebuilt on a regular basis. In order

to achieve this, the computation has to be parallelized due to time and mem-

ory constraints. In fact, this is one of the standard application examples of the

MapReduce paradigm as introduced in [7]. Parallelization is achieved by carrying

out the computation in two phases, a “map-phase” and a “reduce-phase”. In the

“map-phase” the input data is split up into multiple blocks – each of which can

be processed in parallel – and transformed into an intermediate representation.

The intermediate representation has again the property that it can be split into

blocks allowing for parallel processing in order to obtain the ﬁnal representation.

Figure 2 shows the implementation of the MapReduce process for our task. In

a ﬁrst step, the user data is split into many blocks which are processed in parallel

by a worker farm. When processing one block, a worker reads the proﬁle data

from the user database, applies the above described tokenizer to obtain a set of

annotations (u, t) and writes them into an intermediate representation consisting

of the two tables tag∗ and user tag∗. After the “map-phase” is ﬁnished, the

“reduce-phase” starts and the table tag∗ is split into blocks which are again pro-

cessed in parallel by another worker farm. Each worker processes blocks of tags

by reading all corresponding annotations from the table user tag∗, determining

the count, converting the string-typed tags to numerical ids for eﬃciency and

writing the result into the two tables tag and user tag.
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  This ﬁnal representation serves as an eﬃcient materialization of the set of

tags T (columns id and name in table tag), the function f req(t) (column count

in table tag) and the function U (t) (table user tag). This will be the basis for

the creation of a “Tag Graph” as described in the following Section.

3

Tag Graph: Deriving Semantic Relations

A tag graph G = (T, E) is an undirected, weighted graph and consists of a set

of tags T – the vertices of the graph – and a set of edges E given by

E = { (ti, tj, w) | ti, tj ∈ T, ti = tj, w = lift(ti, tj), lift(ti, tj) > θ },

(4)

where θ is a threshold parameter deﬁning a minimum value for edge weights

and lif t is a “relatedness” measure between the two tags ti and tj, deﬁned as

follows:

cooc

lif t

(ti, tj) ∗ U

(ti, tj) =

,

(5)

f req(ti) ∗ freq(tj)

where cooc(ti, tj) is the number of co-occurrences of the two tags ti and tj in one

and the same user proﬁle. The lift function as a measure of similarity between

two items was introduced in [4], where it was originally called “interest”. The

function measures how many times more often the items ti and tj co-occur than

expected if the two events where statistically independent.

This deﬁnition is a formalization of the idea that we can assume a certain

semantic relationship between two tags if they often occur together in diﬀerent

users’ proﬁles.

As also stated by other authors [3, 10, 6], a disadvantage of folksonomies is

that they lack a kind of eﬃcient organizational structure which is needed for

many applications. The tag graph as introduced above can be seen as a ﬁrst

layer of such an organizational structure which already proves useful, e.g. for

applications that recommend related tags [15, 11]. In the following, we use the

tag graph as a basis for introducing even more structure by discovering groups

of tags using a clustering technique.

4

Tag Clusters: Grouping Related Tags

The goal of creating tag clusters is to obtain an explicit organizational structure

by ﬁnding groups of tags that are semantically related. The result is an ontology

that can be used for building recommender engines as described in Sect. 5.

The input to the clustering method is the tag graph G as deﬁned in Sect. 3

and as a result, we obtain a set C of clusters as well as a weight function

wtag : T × C → R

(6)
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Fig. 2. Computing an inverted index of tags via MapReduce [7]: In a “map-phase”

the user proﬁle data is split up into multiple blocks which are processed in parallel by

a worker farm and transformed into an intermediate representation given by the two

tables tag∗ and user tag∗. In the “reduce-phase” the intermediate representation is

again processed in blocks in order to obtain the ﬁnal representation consisting of the

two relations tag and user tag. See text for further detail.
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  which returns – given a tag t ∈ T and a cluster c ∈ C – an “association strength”

of the tag for this cluster.

For computing the cluster solution, we used a modiﬁed version of a graph

based clustering method for community detection as introduced by Clauset, New-

man and Moore [5]. Their algorithm optimizes a measure called “modularity”

as deﬁned by Newman and Girvan in [13]. The measure evaluates the quality

of graph cluster solutions with respect to criterions originating from the disci-

pline of network analysis. Based on a publicly available implementation in the

igraph-library3, we modiﬁed the method by adding constraints on the minimum

and maximum number of tags per cluster. In our experiments, choosing 2 as a

minimum and 30 as a maximum value for the number of tags per cluster yielded

the best overall quality of the cluster solution, as determined by carrying out a

series of experiments with diﬀerent boundaries.

Another crucial factor for the quality of the cluster solution is the threshold θ

from Eq. 4 which controls the number of edges in the input graph. It turned out,

that the best results can be obtained by choosing rather high values for θ like 50

which eﬀectively selects a subgraph only containing highly relevant connections.

Finally, for computing the value of the weight function, given a cluster and a

tag, we utilize the “betweenness”-measure from [8] which describes how strong

a tag’s relation to a cluster is.

Note: The clustering method mentioned here produces solutions, where every

tag belongs to exactly one cluster. This means, that for a given tag t the function

wtag(t, c) has a positive value for only one cluster c∗ and is 0 for all other clusters.

However, our formalism would allow to use a diﬀerent clustering algorithm which

produces a fuzzy result in the sense, that each tag belongs to a cluster with a

certain probability. This is useful for tags with ambiguous meanings [9].

5

Recommender Engines

In this section we show how the tag clusters as deﬁned in the preceding section

can be utilized in a general way for building recommender engines. The tag

clusters can be seen as a kind of linkage between any two types of objects.

Two examples that will be presented below are “user-to-user” and “user-to-

group” recommendations. Other combinations like “user-to-jobposting”, “user-

to-event”, or even “event-to-group” are thinkable as well.

Whichever case we choose, the key ingredient for creating a recommender

engine between the two types of objects is to deﬁne weight functions which

compute “projections” of the given objects to the cluster solution. E.g., for

objects of type “user” a simple weight function can be deﬁned as follows:

wuser(c, u) =

wtag(t, c) ∀c ∈ C.

(7)

t∈T (u)

Recall, that T (u) is the set of all tags that a user has in their proﬁle (Sect. 2.1)

and wtag(t, c) is the weight that tag t has in cluster c (Eq. 6). The function

3 http://igraph.sourceforge.net/
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  simply takes all tags a user has in their proﬁle and cumulates the weights of the

tags cluster-wise.

Having available weight functions for both object types and given one object

of the ﬁrst type and a set of objects of the second type, we can generate a

ranked list of recommendations by combining the outputs of the weight functions.

Examples of how to do this will be given in the following two sections.

5.1

Example 1: User-to-user Recommendations

Using the weight function for users as already deﬁned in the preceding section

now “user-to-user” recommendations for a user u, given a set of other users U ∗,

can be computed by ranking each user u∗ ∈ U ∗ according to the following scoring

function which cumulates the “projection”-weights for all clusters:

suser(u, u∗) =

wuser(u, c) ∗ wuser(u∗, c).

(8)

c∈C

Sorting the users in U ∗ according to the scoring function gives us a powerful

recommender engine which can for instance be used to introduce users to others

on the basis of semantic relations between the users’ proﬁles, because this implies

a high likelihood that the two persons would be interested in getting to know

each other. This leverages the power of the social graph on the platform by

increasing its density and generating new contacts between users.

A great advantage of the approach over search-based recommender engines

is that by using the tag clusters, implicitly a “fuzzy” matching is done. For

example, two users could get recommended to each other without having even

one tag in common, but having tags in the same area of interest. For example,

two users, one having the tags DATAMINING and SAS and the other the tags

MACHINELEARNING and R can get recommended to each other at a high score,

because all four tags have a high weight in the same cluster.

5.2

Example 2: Group Recommendations

Currently there are about 30.000 diﬀerent groups on the platform, covering var-

ious topics ranging from “Amature Basketball Referees” to “SAS Users Ger-

many”. Accessability to these groups without appropriate recommender engines

is suboptimal, a regular search engine approach is too ineﬃcient. To develop a

group recommender engine, i.e. a model predicting a user’s membership in a spe-

ciﬁc group, we analyze the relationship between tag clusters and groups through

association analysis [1].

Based on the association analysis we can construct a special weight function

for groups which uses the co-occurrence of users in a given group and a given

cluster as follows:

cooc

w

(g, c) ∗ U

group(g, c) =

,

(9)

f req(g) ∗ freq(c)
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  where cooc(g, c) denotes the number of users that are in group g and also have

a non-zero weight wuser(g, c) for cluster c. f req(g) is the total number of users

who are member of group g and f req(c) is the total number of users for whom

wuser(g, c) is non-zero.

Finally, we can construct the recommender engine based on combining the

user weight function (Eq. 7) and the group weight function to rank a set of

groups G∗ by computing a score for each group g∗ ∈ G∗:

sgroup(u, g∗) =

wuser(u, c) ∗ wgroup(g∗, c).

(10)

c∈C

Note: It would actually be more precise to conduct a “multiple item association

analysis” [1] for every possible subset of clusters to every group. However, this is

infeasible from a computational point of view and our experiments have shown

that a simple cumulation of the weight values serves as a good approximation.

6

Evaluation

The method that we used for evaluating the quality of the recommendations

produced by the approach proposed in this contribution was to send emails

to a systematically selected test group of real users which contained some of

the produced recommendations. Also, another group of users – a systematically

selected control group – received emails with control content (see below). We

then observed the behavior of the users in both groups on the platform with

respect to a set of control variables. This allowed us to compare the two groups

and thereby measure the success of the recommendations.

For evaluating the “user-to-user” recommender engine we sent emails con-

taining the top four recommendations for each user to every one of 65.000 users

in the test group. The users of the control group received an email with generic

placeholder content. We then observed the users for one week and measured a

set of test variables that were analyzed via hypothesis testing. Tab. 1 shows the

resulting p-values. It can be seen that the variable “number of contacts” yields

a signiﬁcant improvement (assuming a signiﬁcance level of 0.05) between the

test and the control group. We value this as a proof for the usefulness of the

“user-to-user” recommendations.

Regarding “user-to-group” recommendations, the results are also shown in

Tab. 1. The test group also had a size of 65.000 users and each of them received

the top four group recommendations. The test group received emails with control

content. For this we chose to recommend a static list of ten very popular groups.

From the results it can be seen that we obtained a highly signiﬁcant improvement

in the variable “number of groups joined” which proves the relevance of the group

recommendations produced by our approach.
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  variable

user-to-user user-to-group

number of proﬁle visits

0,2788

N/A

number of contacts

0,0222

N/A

number of groups joined

0,5423

< 0.0001

number of invitations sent

0,0823

N/A

number of messages sent

0,3932

N/A

number of successful invitations

0,8624

N/A

number of logins

0,0917

N/A

Table 1. Results of the evaluation test with emails. Emails with recommendations were

sent to real users of a test group. A set of test variables was observed and a hypothe-

sis test was conducted against a control group. We obtained signiﬁcant improvements

(p-value below 0.05) in the variable “number of contacts” for “user-to-user” recom-

mendations and in the variable “number of groups joined” for the “user-to-group”

recommendations. (For the “user-to-group” recommendations, there are unfortunately

no results available for the other variables.)

7

Summary and Conclusion

In this contribution we have presented an automatic multi-step procedure for

creating a data-driven ontology for a popular business networking platform called

XING. The ontology can be utilized as a general purpose recommender scheme.

For this we ﬁrst created an inverted index of tags using the MapReduce

paradigm and by extracting tag data from a large number of user proﬁles. The

result of this is a special type of folksonomy. We then used association measures

to derive a tag graph by discovering semantic relations between tags. This can be

interpreted as bringing a ﬁrst layer of organizational structure to the folksonomy.

Subsequently, we applied a graph clustering algorithm on the tag graph re-

sulting in groups of tags which are semantically related to each other. The result

of this was a second layer of organizational structure which can be seen as an

ontology on top of the folksonomy. Based on tag clusters we showed how to

build recommender engines by “projecting” diﬀerent types of objects onto the

tag clusters.

Finally, we presented evaluation results for two application scenarios for

“user-to-user” recommendations and “user-to-group” recommendation, where

we were able to prove the eﬀectiveness of the proposed scheme. We sent emails

to a test group of real users and obtained signiﬁcant improvements in certain

control variables.

Our future work will focus on utilizing the proposed scheme for building

more recommender engines for other objects on the website in order to oﬀer

more relevant content to users. Promising candidates are for example “user-to-

jobposting” and “user-to-events” recommender engines.
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Abstract. “Wisdom of crowds” suggests that good verdicts can be achieved by 

averaging the opinions and insights of large, diverse groups of people who 

possess varied types of information.  Online user-generated content enables 

researchers to publicly view the opinions of large numbers of users.   These 

opinions, in the form of reviews and votes, can be used to automatically 

generate remarkably accurate verdicts —collective estimations of future 

performance — about companies, products, and people on the Web to resolve 

very tough problems.  The wealth and richness of user-generated content may 

enable firms and individuals to aggregate consumer-think for better business 

understanding.  Our main contribution, here applied to user-generated stock 

pick votes from a widely used online financial newsletter, is a genetic algorithm 

approach that can be used to identify the appropriate vote weights for users 

based on the set of users’ prior individual voting success rankings, as well as 

the number of most recent vote contributions to the user-generated content site. 

This allows us to identify and rank “experts” within the crowd, enabling even 

better stock pick decisions.  We show that the online crowd performs, on 

average, better than the S&P 500 for a five-month time period in 2008 in terms 

of both overall returns and lower risk.  Furthermore, we show that giving more 

weight to the votes of the experts in the crowds, increases the accuracy of the 

verdicts, yielding an even greater return than the S&P 500 in the same time 

period.  We test our approach by utilizing more than two years of publicly 

available stock pick data. We believe that our approach can be generalized to 

other domains where user opinions are publicly available early and where those 

opinions can be evaluated. For example, YouTube video ratings may be used to 

predict downloads, or online reviewer ratings may be used to predict the 

success of a product.  

Keywords: Prediction Markets, Wisdom of Crowds, Data Mining 

1   Introduction 

In this paper, we show that user-generated content is an acceptable theater in which 

crowd wisdom can be used to identify good verdicts — in this case, accurate stock 

picks.  Furthermore, we show that when we identify, or at least reveal, experts and 
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  weight their votes accordingly, we perform more accurately than when we use 

everyone in the crowd.  Our contribution is that we provide a genetic algorithm-based 

method to learn the appropriate contributions of independent users through the use of 

observed past individual performance.  The ability to identify experts as part of the 

crowd enables us to take better advantage of the wisdom of crowds[1]. 

 

The purpose of this research is to implement a stock trading strategy using the 

publicly available Motley Fool CAPS data (http://caps.fool.com).  If the stock trading 

strategy proves to be modestly successful, it could be of broad interest to investment 

managers looking for alternative investment strategies, at least, in the short term.  

Additionally, the improved scoring system could be of considerable interest to the 

CAPS team and other firms making stock voting data available.  Most importantly, 

showing that the wisdom of crowds is effective for decision making may have 

implications for how firms and social systems should be organized around group 

voting for tough decision making.   

 

There were approximately 116 million consumers of user-generated content and 82.5 

million content creators in February 2009, according to market research and analysis 

firm eMarketer[2]. The bottom line: Groups and crowds are telling us their opinions 

online at a spectacular rate.  In this research, we take advantage of publicly available 

user-generated content (UGC) for decision making — specifically, stock picks. 

 

There are many sources of online user-generated content submitted by the millions of 

creators; for example, social networking, blogs, online reviews, question-answer, 

pictures, video, and wikis.  In addition, votes and aggregate opinion are available 

from voting and information/prediction market sites, which are most often used to 

predict financial, election and sports outcomes.  User generated content has been used 

in aggregate to predict music sales [3] and blockbuster performance [4].  User 

generated text has also been used to predict stock market performance[5-7]. 

 

The types of UGC sites we are interested in are the many online prediction and voting 

markets, such as, BetFair, NewsFutures, Hollywood Stock Exchange, and Popular 

Science Predictions Exchange.  As their names suggest, these sites enable users to bet 

on and make predictions about the outcomes of future events.  Some use virtual 

money, and others use real money on their exchanges, with varying missions from 

profit to philanthropy.   

 

Most relevant to our research are the major players in the stock voting game: Piqqem, 

Cake Financial, Covestor, Predictify, and the Motley Fool CAPS.  These sites fall into 

two categories, quasi-prediction markets (where quasi means data are aggregated 

from disparate sources on the Web, but explicit voting did not necessarily occur and 

prediction markets (where explicit voting did occur).   In both cases, the sites offer 

solutions to help aid in financial decision making.  To our knowledge no one has 

applied the wisdom of crowds theory to a large scale stock pick data set. 

 

The challenge in terms of successfully picking stocks, however, is that, obviously, it 

is difficult.  Historically, it required in-house experts or proprietary models based on 
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  financial indicators and environmental factors to identify good stock picks, and even 

those most relied upon resources and tools are unreliable.  In this paper we propose to 

augment existing approaches with user-generated content for this problem.  Using 

aggregate level expert votes is not new – in fact, it has been found that in aggregate 

expert financial analysts tend to perform better than either alone[8-11]. But utilizing 

large scale user data is new-especially if it is not known whether the users are experts 

are not. 

 

We believe the results of this research to be of considerable intellectual and practical 

value to not only the financial discipline but also to domains where problems are hard 

and voting on the solutions is possible.  In the field of investment management and 

quantitative investing, for example, there is no known prior strategy using broad stock 

voting data.  Until recently, such data was impossible to acquire, as the online voting 

systems, like CAPS, are unlike any financial voting system previously created.  

Additionally, the project builds on and extends the work of others that have applied 

machine learning techniques to portfolio management [12]. 

 

In addition to our hypothesis that applying our approach to the crowds on the site’s 

publicly available stock pick data might help us do better than the baseline of the S&P 

500 for stock price prediction, we also hypothesize that we can identify experts in the 

group whose votes should be given additional weight.  This research aims to 

capitalize on the tension between needing the crowd and needing expert decisions for 

prediction. 

 

The remainder of the paper is organized as follows:  In section 2, we discuss our test 

bed.  In section 3, we discuss our method of utilizing the large-scale data to reach a 

verdict in reference to which stocks to pick.  In section 4, we discuss our results.  In 

section 5, we conclude with a discussion of future work. 

2   Testbed 

The Motley Fool is a well-respected financial newsletter publisher with a strong 

online presence.  The firm created a new service in 2006 called CAPS, a stock voting 

system, where each player can make predictions about the performance of stocks — 

namely, whether it will under- or out-perform the market.  Players are ranked 

according to the accuracy of their predictions, and stocks are ranked according to the 

quantity and quality of the players voting for and against them.  In this way, each 

stock is ranked on a five-star system, with the theory being that stocks with five stars 

will perform better than stocks with one star.  We did not utilize the CAPS rating 

system.  However, in this paper, the stock picks, when aggregated have a tremendous 

value. 
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  2.1   Data Acquisition  

We sourced the publicly available votes directly from the CAPS web site. 1    The data 

stored does not contain any identifying information on voters nor is it used for the 

analysis.  We were able to track the votes from January 2007 through May of 2008.  

Altogether, we use over 2 million stock picks in our analysis. 

We combined the CAPS data with stock price data from the Center for Research in 

Securities Prices (CRSP), which was downloaded through Wharton Research Data 

Services (WRDS).  These data were used to calculate returns for stocks (and hence, 

scores for players).  CRSP was preferable to other price providers, as they have a 

history of reliability, and they also provide a “holding period return” value for each 

stock and trading day.  This number differs from a simple ratio of prices, as it takes 

into account splits, dividends, and other pricing anomalies.  The CRSP data also 

provided S&P 500 prices, which were used for evaluating our overall method as well 

as for evaluation of the expert voters in our dataset. 

2.2   Stock pick data  

By the end of 2008, there were 773,861 registered players.  We determine that the 

number of picks per month appears to be increasing.   For each pick, we can collect a 

number of attributes. An example of user stock picks is shown in Table 1 below. 

Table 1.  Stock pick data examples 

Time Add 

Ticker Out Holding 

Pd. Price  ID 

01/03/2007 A 

NVEC U  5Y 

$31.30 1 

01/03/2007 A 

DEBS DL  3W 

$26.78 2 

01/03/2007 A 

EDU  O  5Y 

$35.17 3 

 

The picks data were stored in .csv files.  The column identities were as follows: the 

date of the pick; whether the pick was added or removed by the player on this date; 

the ticker symbol of the applicable stock; whether pick predicted under- or out-

performance; the predicted time horizon in which the under- or out-performance 

would be realized; the price of the stock when the pick was made; the hashed ID of 

the player who made the pick.  There were approximately 2 million user-generated 

picks in our data set. 

2.3   Descriptive statistics 

The whole-crowd approach fared very poorly in terms of overall return — -23.2% 

return.  However, the S&P 500 total return over the time period (6-2-08 to 12-24-08) 

                                                            

1 We contacted the copyright office at Motley Fool to verify the CAPS data could be used for 

academic research. 

116


___









  was even worse -- -35.5%.  The difference suggests that we can learn something from 

the data.   

 

In Fig. 1 (left) we show the distribution of average performance of users.  For an 

individual user we take the number correct/total number of picks.  On average users 

are 49.1 % correct over the entire data set —Jan 2007 through December 2008.  The 

plots, on the surface, look as if the stock picks of the users are just a coin flip – they 

get it right 50% of the time. 

Fig. 1. (left) Distribution of picking accuracy. (middle) Number of picks distribution. (right) 

Distribution of picking accuracy with Laplace 

Users participate at different rates.  A significant number of people make few picks 

while others make a significant number — min picks = 0 and maximum number of 

picks is 13,104.  The number of stock picks distribution can be found in Fig. 1 

(middle). 

 

If we apply Laplace correction to adjust for the variation in the number of picks, we 

get the following distribution of “probability estimates” — the likelihood the user is 

correct — corrected for the number of picks the user made (see Fig.   1(right)).    The 

plot indicates that indeed some people perform better than others. In the future, we 

can use these probability estimates to rank players, and thereby their associated stock 

picks-thereby using individuals as probability estimators. Our method described in 

Section 3 will rank the best players’ and help decide whose votes should count. 

2.4   Data Preprocessing  

Several preprocessing steps were performed before beginning data mining.  The data 

set proved to be too large for time-efficient computations, so, a 25% random sample 

was taken for each model built and for each data set used to test the model.  Many 

picks were made on non-trading days (e.g., weekends and holidays).  In order to 

enable efficient calculations, each pick made on a non-trading day was bumped to the 

closest, temporally later trading day.  For example, a pick made on Saturday was 

processed such that its associated date became the following Monday (assuming 

Monday was a trading day).  Sometimes a given ticker and date pair was unable to 

result in an accurate return.  These errors were generally the result of clerical errors, 

such as changing ticker symbols, incompatibilities in ticker formatting (e.g., BRK-A 
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  vs. BRK/A), and the like.  The errors were simply caught and ignored, as they 

accounted for less than 3% of returns calculations.  All of the preprocessing steps 

were compared against the raw data (e.g., 25% sample vs. 100% sample) to make sure 

we didn’t introduce any obvious bias.   

3   Expert Stock Picker Approach 

This project used a genetic algorithm (GA) in order to find the final trading strategy.   

As is true in all GAs, we optimized a fitness function by crossing (mating) and 

mutating “organisms” — i.e., collections of input parameter values that represent 

potential solutions.  The fitness function and its input parameters are discussed in the 

next sections, below. In this project, each gene was simply set to mutate at the same 

rate, 0.01.  The crossover rate was set to 0.01 as well.  Thus, with each generation, 

there is a 1% chance that a given gene will randomly change and a 1% chance of 

crossover.   

 

Genetic algorithms are commonly used in financial settings, and they offer several 

advantages [12], of which this project took advantage, for example they are designed 

for very large solution spaces, where a simpler, brute-force optimization technique 

would be impractical.  In this project, assuming ranges and steps similar to those used 

in the GA, a brute-force optimization consisting of testing every possible permutation 

of fitness function inputs would result in approximately 2 billion runs.  At 

approximately 2 minutes for each run, that is more than 7,000 years of testing.   

 

Unlike neural nets, also used in finance applications, GAs deliver understandable and 

communicable results.  This is very important in many financial settings, particularly 

with faith in so-called “blackbox” investing strategies ebbing.  They allow for more 

fluid optimization objectives than those afforded by trees.  Typically, trees are best 

suited to binary problems for which training values are available in the form of data 

sets, while GAs can be used with virtually any fitness function.  The ability to work 

with a strategy-based fitness function was very valuable: A significant experimental 

redesign would have been required if genetic algorithms had been foregone. 

3.2   Method 

In order to test our two hypotheses, 1) stock picks based on the entire crowd-based 

wisdom will outperform the S&P 500 and 2) stock picks based on a combination of 

expert-based wisdom and crowd-based wisdom will outperform using crowd-based 

wisdom alone, we used a genetic algorithm to identify an investment strategy relying 

on a blend of expert-based wisdom and crowd-based wisdom.  We then compared the 

performance of this strategy to two baseline strategies, one driven solely by the 

crowd, by the S&P 500, and a strategy that ranks people only on their past 2 stock 

picks.  In addition to the baselines we used for comparison, we ran two very important 

sanity checks that we will discuss below.   In broad terms, our blended strategy was 

designed as follows.   
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  Our stock-picking strategy consisted of several parts.  First, we ranked all of the 

players (according to a metric to be described later in this paper).  Then, we took the 

top A players, and invested in them all equally.  That is, we invested 1/A of the 

portfolio in each player's picks, with the portion of the portfolio assigned to a given 

player being distributed evenly through all of the stocks picked by that player.  We re-

ranked the players every B days; then we reinvested the portfolio according to the 

new ranking. 

 

Our player ranking methodology scored players based on the performance of their 

picked stocks.  We looked at all of the picks made by a player over the past C days, 

then looked at the return of those stocks over a holding period of D days.  A player's 

score was the product of the returns of his or her picked stocks over the C-day period, 

with the inverse return being used for stocks picked to underperform.  Thus, there 

were four parameters to our strategy, which are summarized as follows:  A. Number 

of experts — the number of top-ranked players whose picks we considered.  B. 

Portfolio holding period — the period of portfolio re-balancing and player re-

ranking.  C. Player test period — players' picks during this period influenced their 

score.  D. Player test holding period — players' picked stocks' returns were 

calculated over this time period 

 

To better demonstrate our methodology, consider the following concrete example.  

Suppose our parameter values are A = 5, B = 3, C = 10, D = 2.  Every 3 days — the 

portfolio holding period — we rank all the players, then look at the top 5 — the 

number of experts.  We then invest 20% of the portfolio in each of the players.  

Suppose, for example, that one day the top player picked 5 stocks, and the second-

best player picked 10.  In this case, we would invest 4% of the portfolio in each of the 

5 stocks picked by the top player, and 2% of the portfolio in each of the 10 stocks 

picked by the second-best player.  If the two players had a pick in common, then we 

would invest 6% of the portfolio in that position.  Also, we note that if a pick expects 

a stock to underperform, then we would take a short position on that stock. 

 

With regard to ranking players in our example, we would consider a player's picks 

over the last 10 trading days — the player test period.  Over the course of those ten 

days, we would tally the returns of the player's picked stocks using holding periods of 

2 days — the player test holding period.  The player's score would then be the product 

of these returns — using inverse returns for underperforming picks.  Naturally, we 

would not consider the stocks picked by a player yesterday, as, with a player test 

holding period of 2, the results of those picks could not be known until tomorrow. 

 

We used a genetic algorithm to learn the values for these 4 parameters to maximize 

our fitness function during our training period to be applied in the future-our test set. 
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  Fig. 2. Experts versus baselines for train data for 3 samples (validation results not shown). The 

grey solid line at the top indicates the opt-CAPS parameter set from training data. In each plot, 

the top solid grey line is for optimized parameter setting (A,B,C,D), then we vary the number 

of experts.  The dotted curve is for baseline parameter setting (A,2,1,1) . The solid horizontal 

line, the entire crowd model score, the dotted horizontal line corresponds to the S&P 

performance.  

 

Fig. 3. Opt-CAPS and sanity checks on the test set.  The star on the solid black line corresponds 

to the optimal solution and that solution with a varying the number of experts. The dotted grey 

curve show results for the baseline parameter setting (X,2,1,1) The solid horizontal line is the 

crowd score and the S&P performance during the time period  is indicated by the dotted 

horizonal line.  The dark jagged line at the buttom, we reassign all stock picks to players 

randomly.  The grey jagged line at bottom, selecting the players at random (as opposed to 

ranking by expert ranking).      

3.3   The fitness function 

As stated above, this project used a genetic algorithm in order to optimize a fitness 

function — namely, the Sharpe ratio of an investment strategy over the training 

period.  The Sharpe ratio is defined as: 

 

where R is the asset return, Rf is the return on a benchmark asset, we use the risk free 

rate of return (3% annualized, which is a close approximation of the long-term mean 

risk-free rate—the risk free interest rate for investing money) and  E[R í Rf] is the 

expected value of the excess of the asset return over the benchmark return, and   is 

the standard deviation of the asset excess return[13].  The Sharpe ratio has a clean 

interpretation, where a ratio of 1 implies a 16% chance of a losing year, a ratio of 2 

implies less than 5% chance of losing, etc. 
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  4   Results 

The GA trained on picks from the period between August 1, 2007 and December 31, 

2007, then validated and tweaked on January 1, 2008 and May 31, 2008, and the 

resulting strategies were tested between June 1, 2008 and December 31, 2008. This 

time-separated training/validation/testing split ensured the validity of the project's 

results—a measure of particular importance given the interactions between financial 

returns over different time periods. Since CAPS is a new product, the number of picks 

available increased greatly over this time period.   August 2007 was chosen as the 

start date because the fitness functions required several months of prior data, and the 

body of picks was too small prior to mid-2007. During our test period, the S&P 500 

was trending down (see Fig. 4 right). The S&P 500 total return over the time period 

(6-2-08 to 12-24-08) was -35.5% with a Sharpe ratio of -0.077. 

 

There were approximately 2 million user picks, which was sampled down to 591,581 

(approximately 25%) per sample. In the test period where the market was trending 

down, although it is counterintuitive, there were only 21% underperforming picks to 

78% outperforming picks. Nonetheless, our final optimized strategy relied on both 

types of picks in about that same fraction. There were 84,917 picks made during the 

testing period by 25,364 unique users.  

                        

 

Fig. 4.  (left set) Opt-CAPS strategy returns: Normal quantile plots of S&P returns (left) and 

opt-CAPS strategy returns (middle). S&P 500 trend for the second test period (right) 

 

The remaining results will be discussed as follows. We score the players based on 

past performance. We then rank the players. We build a model on the training dataset 

that finds the best parameter values for the number of experts, portfolio holding 

period, player test period, and player test holding period. Note that we plot the Sharpe 

ratio for a different number of experts for a given parameter setting (to see how the 

number of experts might impact performance—even if that value is not selected as the 

optimal). We find that there is a bump in these charts, indicating that there is an 

optimal number of experts (indicated by a star for the optimal solution on training set) 

on which to base predictions—too many “experts” and the chart trends down; too few 

and we do not have enough confidence in the stock votes. These trends are apparent 

in all data sets (see Fig. 2 and 3).  

 

Once we have the learned parameter set on the training data that includes the sweet 

spot for the number of experts, we apply it to the validation set to make sure we are 

not overfitting. We tweak the parameter values slightly, if necessary, on the validation 

set to perform well on both the training and validation sets. We then apply our model 

with the applied parameter values to the test set. We find that the optimized set of 
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  parameters outperforms our baselines. The three baselines we consider are: 1) the 

performance of the S&P 500; 2) the performance we would get from letting the entire 

crowd vote (note that often, the entire crowd performs poorly, but using a crowd of 

about 250 always does better than the S&P 500 in our tests); and 3) the performance 

we would get if we just used the last 2 picks of the players to assess their expert score 

(the idea being that we want to learn whether more history—enabling us to assess 

their expertise—is valuable). We pick the best number of experts on the training data 

and then apply that parameter set to the test data. We find that the optimized 

parameter sets significantly outperform our baselines so much so that we run a 

significant number of sanity checks. Two worth noting are the following: 1) instead of 

ranking the users by their expert scores, we pick the players (experts) at random 

instead of ranking them by their past performance; and 2) we randomly reassign all of 

the stocks to different user IDs to see if we still get the bump in the plot that shows 

there is a sweet spot for experts when we rely on their past performance. Both of these 

sanity checks (results shown in Fig. 3) perform dismally—further, there is absolutely 

no pattern or shape to the plots, indicating again that ranking the users by their score 

has significant prediction value.  

4.1   Baselines:  Let the whole crowd vote, mix of experts and crowd, random 

The whole-crowd approach fares poorly—-23.2% return; -.101 Sharpe. However, the 

crowd outperforms the S&P 500 during both the training and validation periods and 

performs about the same as the crowd in the test period, suggesting that there is some 

information in the crowd. Note that if we use a large crowd—of about 250—we 

significantly outperform the S&P 500 but do not do as well as when we learn the best 

number of experts.  For the expert baselines, we look at the scores of all the players 

making picks that day, then invest equally in all the stocks picked by the top N. We 

pick the best N on the training data and apply it to the validation and test.  If we were 

to pick the average number of experts from the validation period and apply that to the 

three test periods, we would get an average Sharpe ratio of 0.48 (Table 2). We expect 

our optimized method needs to beat this naïve voting strategy.   Instead of ranking the 

experts, we pick the number of “experts” at random (as opposed to ranking them by 

prior performance) indicated by dark jagged solid line at bottom of plots in Fig. 3—in 

addition, we randomly reassign all of the stock picks to different users (light grey 

jagged line in Fig. 3). These sanity checks enable us to see that there is indeed some 

value in both the true expert rankings and using the experts together as the crowd. 

Table 2.  Sharpe ratio statistics for the investing strategies and the S&P 500 over 3 samples 

during the test period 

Time Add 

Ticker Out Holding 

Pd. Price  ID 

01/03/2007 A 

NVEC U  5Y 

$31.30 1 

01/03/2007 A 

DEBS DL  3W 

$26.78 2 

01/03/2007 A

EDU

O

5Y

$35.17

3
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  4.2   Expert stock picker –The optimized results 

 

By our definition, experts are players who are scored highly with respect to the 

number of correct predictions in the past. Players are scored by looking at the past C 

trading days’ worth of picks, and then getting the product of all their picked stocks' 

returns during that period, where each return is calculated using a 1-day holding 

period. (If a pick expects a stock to underperform, the inverse of the stock's return is 

used in the product calculation instead.) Thus, 50 experts are just the 50 players with 

the highest scores. This scoring methodology favors prolific scorers. We are 

investigating changing the scoring slightly so that it uses the average return over the 

past C days instead. 

 

Note that the top 1 expert is the top expert each day, not for all time, so it is possible 

that we are following a different player every day (we have noticed some cases in 

which one player has a few multi-day streaks, however). In Fig. 2, we plot the results 

of runs on 3 training samples applied to 3 test samples (results in Fig. 3).  

 

For a set of parameters, {A, B, C, D}, those found by our optimized approach, we 

invest equally in every stock picked that day (long if the stock was predicted to 

outperform; short if predicted to underperform). If there are 2+ picks for a given 

ticker, we weight the portfolio. The GA settles on a set of input parameters (average 

across three training samples) to the fitness function as follows:  A. Number of 

experts—42.76; B. Portfolio holding period—1.89; C. Player test period—60.748; D. 

Player test holding period—1. 

 

These parameters ultimately prove to be quite successful during the testing period. As 

can be seen in Table 1, the optimized investment strategy had an average Sharpe ratio 

of 0.87, which contrasts very favorably with the S&P 500's average of 0.08 across the 

test samples. The statistics are shown in the table for the crowd model and the naïve 

expert model as well. 

 

As can be seen in the normal quantile plot in Fig. 4, the opt-CAPS strategy returns 

distribution also has significantly shorter tails than the S&P 500 returns distribution. 

This means that the strategy returns closer to its mean during each holding period than 

the S&P 500. Similarly, one can see in the outlier plots (the center vertical column 

above) that the CAPS strategy has far more densely concentrated returns, as well as a 

mean substantially further above 0 than the S&P 500. 

 

In effect, the opt-CAPS strategy was able to deliver both higher returns and lower 

risk, thereby creating the elusive “alpha.” In finance terms, this is profitability above 

and beyond what could be expected given the riskiness of the project. The concept is 

important because, as CAPM hypothesizes and empirical research supports, simply 

allocating resources to exceptionally risky projects also can result in high mean 

profitability. However, in those cases, the high profitability is simply the reward you 

are given for undertaking such a risky and unsavory project. Over this time period, 

one or more of our strategies has an alpha of 28.12% annualized, which compares 

very well to top hedge fund alpha values. 
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The fact that the holding period and other parameters help so much indicates that it is 

likely worthwhile to do something more with the optimization. We would like to 

rework the player scoring functionality once we have a better definition of expert—

currently, we take the product of the voter’s performance over time, which has the 

effect of greatly favoring the most prolific pickers.  

5   Discussion 

 

Fig. 5 Frequency of votes per stock when 1 (left) versus 250 (right) experts are used to vote on 

a 1, 2, 1, 1 strategy and (250, 2, 1, 1) strategy respectively  

 

In this research, we find support for our two hypotheses 1) stock picks based on a 

sizeable crowd outperform individuals and 2) expert-based crowd voting with a 

learned number of experts is better than arbitrarily picking the crowd size.  It is 

important to note that even without the optimization we could learn a meaningful 

model just by learning the number of experts to use in the training period and 

applying that number to the test.   

 

The punch line—the theory of the wisdom of crowds seems to be proven in this 

dataset—however, identifying experts in the crowd enable us to perform much 

better—enabling us to limit the crowd. We believe our method allows us to get 

confidence in the expert votes by evaluating their historical votes, as well as 

confidence in the stock picks by having many people vote with more experts.  In Fig. 

5, we see that when we use only 1 expert relatively few stocks are voted on more than 

once in contrast to when we use 250 experts. There is a tension between the two--

experts and crowd; however, because ultimately even though a crowd of size 250 

outperforms the S&P 500 but performs less well than the optimized strategy, the 

entire crowd should perform only about as well as the S&P 500. We plan to explore 

this tension with more experiments and with simulation.  

 

In a real-world setting, this strategy likely would be integrated with other quantitative 

investing strategies. Given that this is applied machine learning research, it is 

important to consider the results in a business context. To that end, several important 

factors related to how these results would translate into real money are listed below:  

We invest in a lot of stocks, probably 50-100 on most days. The long-short split is 
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  pretty close to the overall over/under split, which is to say that about 1/4 to 1/5 are 

long, and the rest are short. The combination of a moderately large short component 

and a large number of stocks with a very short rebalancing period (typically 1 day, of 

course, and sometimes up to 3 or 4) means that transaction costs would be significant 

in practice. 

 

As the holding period is fairly short, there are also tax implications. A significant 

component of the strategy is short, which likely will result in borrowing fees from the 

brokerage. There may be insufficient liquidity or volume in some of the securities 

traded. This strategy is tested in a universe of 7,142 stocks. Given that the S&P 500 

often is considered a good approximation of the market, this universe clearly includes 

a large number of micro-cap stocks. Depending on the size of the portfolio and the 

specific positions selected, the markets for some of these securities may not be large 

enough to support the level of trading that the strategy relies on. These caveats 

certainly do not invalidate the results shown; they merely serve to remind us that there 

may be important differences between theory and practice.  

5.1   Evaluation of results 

Even more fundamental than implementation costs, it is important to consider 

whether the research is actually valid. For example, overfitting is a constant concern 

in statistics and data mining, and it is common—though often forgotten—knowledge 

that “past performance is no guarantee of future returns.” Some of the areas in which 

this project is weak are as follows: the time period covered by the data set is very 

short. Analysis is done only on approximately sixteen months of pick data, with 

testing comprising only five months. Any financial strategy should be back-tested on 

far more—ideally 5 or 10 years, at least. Similarly, during this period, the market was 

abnormal. 2007 and 2008 were, in hindsight, very unusual years, both in terms of 

volatility and actual returns. Thus, a strategy's outcome during this period may not be 

indicative of its future performance. Despite the limitations, we take care to spend a 

substantial portion of the project attempting to ensure that the results are valid.  

5.2   Future work 

As is to be expected, in many ways, this research prompts more questions than it 

answers. Most critically, will the results stand up with more data? Though every effort 

has been made to validate these results, their weakest point is the short time period in 

which they were created. As testing stopped in May 2008, there is now a full year of 

additional data with which to further test the GA's results. What would be the effect of 

some type of rolling optimization? For example, what if, rather than using the training 

period to create one canonical set of parameter values, the system instead trained over 

months 1 and 2, and then used the results of the training in month 3? There is some 

evidence that the closer temporal proximity between the training and testing periods 

results in better returns, and this technique potentially takes advantage of this effect. 

 

125


___









  Would weighting the positions improve returns? It reasonably may be assumed that 

the algorithm is more “sure” that the first stock is a better long bet than the fifteenth 

stock, though both positions will be taken. Thus, it may make more sense to place a 

greater fraction of the portfolio on the first stock's position. Is momentum in the 

number of picks at all significant? While the total number of picks from day to day 

does not change rapidly, the number of picks on any given stock does vary 

substantially. It is possible that there is additional data contained in this behavior that 

the strategy may be able to take advantage of. Naturally, it would be advantageous to 

consider incorporating other variables, such as stock fundamentals or price 

momentum, as well. We plan to incorporate traditional variables in future work.  We 

also plan to apply this approach to other data sets – Digg and YouTube to predict hits.  

Finally, we cannot ignore the behavioral aspects of this study—we need a better 

understanding of what motivates people to use the site and try to get the picks right.  
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